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"Research is to see what everybody else has seen,
and to think what nobody else has thought"
— Albert Szent-Györgyi

"Perfection is achieved,
not when there is nothing more to add,
but when there is nothing left to take away."
– Antoine de Saint-Exupéry

P R E FA C E

The thesis before you is the culmination of my research into collaborative systems
and access control. However, this thesis is not based solely on my time as a student
researcher at the TU/e. During my master program, I participated in the honours
programme of the Computer Science department and it was during that time that
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ABSTRACT

Collaborative environments are a new type of information systems in which collaboration between users plays a central role. The collaborative element increases
the amount of information that is shared within the system. Access control is required to protect this information and preserve security goals. However, traditional
access control systems are not suited to this task. Collaborative access control systems represent a new type of access control specifically tailored to collaborative
environments.
In this thesis, we address the research question: "What characteristics are introduced
by collaboration in contemporary environments that are important for access control (i), and
in what way can access control systems be applied to collaborative environments, taking into
consideration those characteristics (ii).
First, we have performed an evaluation of existing work in the area to determine
the characteristics. Based on the evaluation, we present a list of requirements we
have compiled for collaborative environments.
We propose a novel collaborative access control system called RELation-based
Access Control (RelAC). Moreover, we discuss two key concepts of the RelAC system; conflict resolution and transparency. We determine the applicability of several
conflict resolution techniques to collaborative systems. In particular, we implement
several conflict resolution techniques within the case study to determine their effectiveness.
Furthermore, we introduce the need for transparency in collaborative access control systems. Transparency can be achieved by increasing user awareness and involvement. We identify that user awareness can be beneficial for access control
systems. Furthermore, we identify that user involvement can help in creating correct access policies, that reflect the wishes of the user. We implement transparency
in the RelAC system by introducing a user feedback process that provides feedback
to the user about the access control process.
We evaluate the RelAC system against the list of requirements showing that the
system meets the requirements of collaborative access control. Furthermore, we
perform a case study in which we apply the RelAC system to the Facebook social
network, showing the feasibility of the system and identifying limitations.

vii

P U B L I C AT I O N S

Some ideas and figures have appeared previously in the following publications:
[1] S. Damen and N. Zannone. Privacy implications of tagging in Facebook. In
the 10th VLDB Workshop on Secure Data Management. Springer, 2013

ix

ACKNOWLEDGEMENTS

Before continuing on with the thesis, I’d like to express my gratitude to the people
who have supported me along the way.
Above all, I’d like to express my deepest gratitude to Dr. Nicola Zannone. Nicola
has been my supervisor throughout my honours project and my graduation research. The discussion and ideas that developed during our many meetings were
of great importance during both research projects and his comments and suggestions on this thesis were invaluable. Nicola always makes time to help and replies
to emails at the most amazing hours. Additionally, writing a research paper together was a very enlightening experience for me, that has taught me a lot. I can
strongly recommend Nicola to anyone looking for a (research) supervisor.
I’d also like to express my thanks to Dr. Jerry den Hartog for providing valuable
insights during the intermediate meeting about my project. His comments helped
introduce some final improvements to the model.
Furthermore, I want to thank my classmates for all the fun discussions and experiences we had during the master. In particular, I want to mention Gijs van Enckevort, who was my roommate at the TU/e during our projects there.
Finally, I want to thank my parents, my sister, my brother-in-law and especially
my girlfriend, for their continued support during the project.
Everyone’s support and help has been invaluable in making this thesis what it is
today.

xi

CONTENTS

I

Introduction

1

introduction

2

collaborative access control
7
2.1 Collaborative information systems
7
2.2 Privacy concerns of information sharing
7
2.3 Access control
8
2.4 Collaborative access control
9
2.5 Requirements of collaborative access control systems

3

II
4

5

1
3

10

existing work
13
3.1 Access control systems
13
3.1.1 Discretionary Access Control (DAC)
13
3.1.2 Mandatory Access Control (MAC)
13
3.1.3 Role-Based Access Control (RBAC)
14
3.2 Collaborative access control systems
15
3.2.1 Editing Model (EM)
15
3.2.2 Spatial Access Control for Collaborative Environments (SPACE)
3.2.3 Team-Based Access Control (TBAC)
16
3.2.4 Relationship-Based Access Control (RSBAC)
16
3.3 Analysis of existing work
17
3.4 Conclusion
19

RelAC Framework
preliminaries
23
4.1 Hybrid logic
23
4.1.1 Syntax
24
4.1.2 Semantics
24
4.1.3 Hybrid logic as a policy language
4.2 Conflict resolution
26
relac: relation-based access control
5.1 RelAC model
29
5.1.1 Conceptual model
29
5.1.2 Formal specification
30
5.2 Authorization policies
32
5.2.1 Organizational roles
34
5.2.2 Graded modalities
34
5.3 Policy evaluation & authorization requests
5.4 Conflicts and mismatches
37

16

21

25

29

35

xiii

xiv

contents

6

relac architecture
39
6.1 Architecture
39
6.1.1 PEP, PDP and PAP
40
6.1.2 Conflict resolution
40
6.1.3 User feedback
41
6.2 Implementation
42
6.2.1 PAP
43
6.2.2 PEP & PDP
44
6.2.3 UFP
45
6.3 Discussion
45

7

case study: facebook
47
7.1 Facebook
47
7.1.1 Introduction
47
7.1.2 Profile model
48
7.2 Details of the implementation
49
7.2.1 User profiles
50
7.2.2 Authorization policies and rules
50
7.2.3 Conflict resolution & user feedback
51
7.3 Comparison
52
7.3.1 Scenario
53
7.3.2 Evaluation
54

III Conclusions
8

57

conclusions & future work
59
8.1 Conclusions
59
8.2 Future work
60
8.2.1 Knowledge-based access control
60
8.2.2 Context- and privacy-aware access control

IV Appendix
a facebook implementation

Bibliography

61

63
65

69

LIST OF FIGURES

Figure 1
Figure 2
Figure 3
Figure 4
Figure 5
Figure 6
Figure 7
Figure 8
Figure 9
Figure 10
Figure 11
Figure 12
Figure 13

A basic access control architecture
9
Example access matrix
14
Example security lattice
14
Basic role-based access control model
15
RelAC model for collaborative access control
30
Example relations between object roles and objects
Structure of authorization policies
33
RelAC framework architecture
39
RelAC implementation architecture
43
Facebook profile model
48
Example Facebook user network
51
Representation of the case study scenario
53
Diagrams of the access sets.
55

30

xv

L I S T O F TA B L E S

Table 1
Table 2
Table 3
Table 4
Table 5
Table 6

xvi

Requirements of collaborative access control
11
Comparison of existing work
18
Formal specification of the model
31
Evaluation of the RelAC system
45
Predicates
66
Rules for visibility, membership, and authorization

67

LISTINGS

Listing 1
Listing 2
Listing 3
Listing 4

Groups and users in Prolog
50
Authorization policies in Prolog
51
User hierarchy precedence system in Python
Scenario in Prolog
54

51

xvii

Part I

Introduction

1

1

INTRODUCTION

In recent years, collaboration became an important aspect of information systems.
With more and more users being connected through the Internet, environments focusing on collaboration are widespread. In particular, technologies like clouds and
social networks are becoming increasingly popular. Collaborative environments are
characterized by the possibility for users to perform a certain action together, often at the same time. Often, these actions involve the sharing of information. For
instance, on social networks, the sharing of information between users is the main
use of the system. The information that is shared can be of a sensitive nature, e.g.
personal data, which can lead to privacy issues. The spreading of information can
lead to situations where information is accessible to users that are not directly related to the information. Consequently, the risk of misuse increases and the privacy
of the subject of the information can be compromised. The privacy risks to the subject of the data should be addressed, as is made clear by legal regulations such
as the Data Protection Directive [49], that mostly empower the subject in terms of
information control.
Therefore, information systems require mechanisms to protect data within the
system. In particular, these mechanisms should work towards obtaining the security goals of secrecy and integrity. Reading should be limited to authorized users in
order to protect confidentiality. Similarly, writing needs to be controlled in order
to protect the integrity of information. Achieving these goals requires evaluation
of every authorization request made by users. Access control provides tools for
achieving confidentiality and integrity of the system.
Over the years, many access control systems have been developed for information systems. Common examples are Mandatory Access Control (MAC)[38], Discretionary Access Control (DAC)[32] and Role-Based Access Control (RBAC)[17, 39,
40]. Furthermore, increased privacy-awareness of users has led to the development
of purpose-based and context-aware access control systems, which are designed
with the user’s privacy in mind [8, 31, 14].
In general, an access control model consists of users, actions and objects. A user
can perform certain actions on the objects. The combinations of actions and objects
that users can perform are referred to as permissions. A single entity, either a user
or the system, defines the authorization policy for an object. In traditional information systems, this user has complete control in writing the policy. Authorization
requests to a particular resource are evaluated against the policy by the access
control model.
However, the existing access control models are not well suited to collaborative
environments. In contemporary systems, access to a resource generally affects more
than one user. Because of user collaboration, there can be several users related
to and / or in control of information. In collaborative systems the access policy
should be controlled by all those users. Having multiple co-authors becomes even
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more important when the involved users have conflicting goals with respect to the
information.
The properties of collaborative environments with respect to collaboration, conflicts and transparency have increased the need for a collaborative access control
system that meets the requirements of contemporary systems.
The introduction of collaboration between users in collaborative environments
has increased the likelihood of conflicts between users. Often, users do not agree
on the specifics of authorization policies, which can lead to conflicting policies. The
disagreements between users can become a problem if they cannot be resolved. In
particular, the increased involvement of users within the system and higher number
of conflicts has increased the need for transparency to the user. Users need to be
aware of the ramifications of security related decisions and need to be provided
with an understanding about why certain decisions were taken. In particular, users
need to be aware of why conflicts were resolved in a certain way. Furthermore,
the rising number of users that are active online has created an increased number
of large-scale applications. New access control systems will need to be able to
deal with the size of the applications by having sufficient scalability. Additionally,
the types of collaborative systems have become increasingly divers. This diversity
leads to the need for a generic access control system, that can be deployed in many
different situations.
In this thesis, we address the following research question comprised of two parts:
What characteristics are introduced by collaboration in contemporary environments that are important for access control (i), and in what way can access
control systems be applied to collaborative environments, taking into consideration those characteristics (ii).
To answer the research question, this thesis introduces the following contributions:
• An evaluation of the existing work in the area of access control systems and
specifically collaborative access control systems, to identify the characteristics
introduced by collaboration. Based on the evaluation, we identify the weak
points of existing implementations and propose a list of requirements that
collaborative access control systems should fulfill.
• We introduce a novel access control system called RELation-based Access
Control (RelAC) that is specifically tailored to collaborative environments.
• To deal with conflicts between users, we evaluate existing conflict resolution
techniques and determine their usability for collaborative access control systems. In particular, we investigate the benefits of specific techniques with
respect to collaborative environments where we need to deal with conflicts
between several different users with conflicting goals.
• To handle the need for transparency in collaborative access control systems,
we identify the need for a user feedback process that must help increase user
awareness with respect to access control within the collaborative environment. In particular, we present a starting point for providing feedback to
users about the access control process.

introduction

• We investigate the feasibility of the RelAC system, as well as the conflict resolution and user feedback processes, by means of a case study. In the case
study, we apply the techniques developed for this thesis to a mock version of
the Facebook social network to determine the systems applicability in collaborative systems. Furthermore, we compare the new access control techniques
with the current information protection system of Facebook.

The structure of the thesis is as follows.
Part I of this thesis introduces the core concepts and existing work.
Chapter 2 introduces the concepts of collaborative systems and (collaborative)
access control. We present a list of requirements that collaborative access control systems should fulfill.
Chapter 3 introduces different existing access control systems and provides an
evaluation against the list of requirements.
Part II introduces the RelAC collaborative access control system.
Chapter 4 provides the preliminaries required for the RelAC model. We introduce hybrid logic and discuss several conflict resolution techniques.
Chapter 5 introduces the RelAC model and the concepts of conflict and mismatch.
Chapter 6 explains the architecture of the RelAC system and discusses how to
implement the components of the architecture.
Chapter 7 provides the details of the case study we performed on implementing
the RelAC system for the Facebook social network. Furthermore, a comparison is provided between the RelAC system and the Facebook access control
system.
Part III contains the concluding chapter of the thesis.
Chapter 8 presents our conclusions on the performed work. Furthermore, we
discuss two interesting avenues for future work.
Part IV contains the appendices.
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C O L L A B O R AT I V E A C C E S S C O N T R O L

This chapter introduces the concepts of collaborative systems and access control.
We provide intuition into the properties of both concepts. Furthermore, formal
definitions are provided for the key terms.
2.1

collaborative information systems

Information systems are prevalent in modern society. Computers have become increasingly important over the last years, and virtually everyone owns a device with
computing capabilities in the form of a laptop, desktop, smartphone or tablet. Additionally, information has taken an important place in society. Many elements of
our daily lives depend on the availability of information. Furthermore, the Internet
has become an integral part of day-to-day interactions. With more and more users
being connected through the Internet, technologies like clouds and social networks
have become increasingly popular.
Contemporary information systems often differ in one specific way from traditional systems; the introduction of collaboration as a main property of the system.
Collaborative system are systems in which users collaborate together in a variety
of ways to achieve system goals. Different definitions of collaborative systems exist
[7, 29, 48], however, for the purposes of this thesis we will define a collaborative
system as in Definition 2.1.
Definition 2.1. A collaborative system is an information system, where several concurrent
users work together to achieve a common goal.
Users of a system operate concurrently if they perform actions on the same information or related to the same goal, within a certain period of time. As the definition
is deliberately broad, it includes a variety of different systems. Consequently, differences between these systems can be quite large.
In this thesis, we focus primarily on collaborative systems that involve information sharing. One of the earliest forms of a collaborative system involving shared
information was the introduction of shared calendars. The sharing of information
evolved, leading to collaborative systems like social networks, which revolve entirely around the sharing of information.
2.2

privacy concerns of information sharing

Modern collaborative systems contain large amounts of (personal) information. The
information is often shared between users in a system. From a user’s viewpoint,
the uncontrolled sharing of personal information poses potential privacy threats
[35, 43]. Personal information that is shared within collaborative systems such as
social networks can be misused by other users (e.g., cyberstalking [26], identity
theft [10, 47] and discrimination [28]).
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One of the main privacy issues concerns the control of the information. Privacy
regulations (e.g., Directive 95/46/EC and its subsequent regulation [49]) empower
the data subject – i.e., the user to whom the information refers – to control the
processing and disclosure of his data [24]. We refer to the problem of controlling
the usage of information as the multi-ownership problem [16]. Multi-ownership introduces a number of privacy risks, as it is not easy to understand to what extent
users can control information. Users might not be aware of information of which
they are the data subject or can be aware but lack the proper permissions to control
the information.
Furthermore, information often represents knowledge. Knowledge can be represented directly by information, or can be extrapolated from the information. Users
are often unaware of the knowledge that can be inferred from the information they
share. On Facebook, users share many pieces of information that could be put
together to infer personal details [28]. Therefore, the presence of knowledge in a
system introduces additional privacy risks for users.
2.3

access control

Information is usually protected by means of access control. Access control aims to
regulate access to information within the system. The access control process is set
up with two important security goals in mind. Protecting the data and resources
of the system from unauthorized disclosure (secrecy) and preventing unauthorized
altering or modifying of information (integrity). To accomplish these goals, access
control relies on the task of authorization. A common definition of access control is
given by Samarati and Vimercati [37].
Definition 2.2. The access control process is the process that enforces protection of information by controlling all access to a system and its resources and ensuring that all, and
only, authorized access can take place.
Access control is designed in the form of an access control system, that consists
of several components. Together, they implement the security regulations of the
system. A typical access control system consists of the following components:
access control model
The access control model is a formal representation of the components in the
authorization policies and the relations among the components.
authorization policies
Authorization policies represent the security regulations within the access
control model. The policies can be determined on different levels, e.g. systemwide or object specific. The authorization policies are specified in a formal
language to minimize ambiguity. Typically, this involves logical and/or mathematical notation.
security mechanisms
The software and hardware functions that implement the controls of the
model and authorization policy.

2.4 collaborative access control

Requester

request
decision

PEP

PDP

Policy
Repository

Figure 1: A basic access control architecture.

The basic concepts that make up an access control system are users, objects and
actions. Users are the basic entities of the system and represent the people working
with the system. Objects represent the information within the system, for example
in the form of files. Actions are the possible operations that users can perform on
objects. The combination of an action and object is often referred to as a permission
or right Examples of actions are "delete", "modify" and "create".
A basic access control architecture is given in Figure 1. A requester makes an authorization request to perform a certain action on an object. The request is evaluated
against an authorization policy, that contains the access specifications of the object.
The policy is stored in a policy repository. The evaluation of the request is performed
by the policy decision point (PDP), which makes an authorization decision to grant or
deny the request. The policy enforcement point (PEP) accepts the request, handles the
enforcement of the decision, and communicates the decision to the requester.
2.4

collaborative access control

Collaborative access control is a novel access control paradigm that involves information protection in modern systems. In particular, collaborative access control
systems provide tools to control the access to information in collaborative systems. Collaborative environments are characterized by the collaboration between
its users. Furthermore, the systems contain information that involves many users.
To provide protection, the access control system needs to take these characteristics of collaborative systems into account. The system needs to incorporate collaboration into the access control process, due to the fact that resources should be
controlled by different subsets of users. By including collaboration, the system will
be able to deal with information that involves more than one user. The collaboration should be present both in the definition of authorization policies and the
decision process. However, the introduction of collaboration in the access control
process can lead to problems. In particular, users can provide conflicting policies
and have conflicting goals in relation to information. The conflicting goals of users
need to be addressed, keeping in mind the data protection regulations (e.g. [49]).
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A collaborative access control system needs to handle these problems by putting
effective controls in place. Collaboration will make users more involved with the
system and will allow users to take an active part in the control of their information.
This involvement leads to increased awareness of security and privacy risk among
users. Therefore, users want to be aware of the security controls that are in place
to protect their privacy and security, which increases the need for transparency. A
collaborative access control system can use this increased awareness to involve the
users in the access control process. In particular, the systems can provide information to the user about the effectiveness of their security policies.
In the remainder of this chapter, we present the set of requirements that an
access control model should fulfill. The requirements are based on the needs of
collaborative access control systems and the collaborative environments they can
be applied to. In particular, we consider the addition of collaboration within the
access control system.
2.5

requirements of collaborative access control systems

Over the years, several comparisons of collaborative access control models have
been performed [13, 41, 42, 48, 51, 37]. We have collected the main requirements that
we believe are important for a contemporary access control model. Furthermore,
we have extended the set with requirements we consider important based on the
needs of a collaborative access control system. The requirements are presented in
Table 1.
The requirements are divided into three groups. The first group includes all requirements involving rights. Requirements in this category focus on the types and
properties of the user roles that should be part of the model (r1, r2, r4). Furthermore, it includes a number of requirements that focus on the types of rights that
users should have (r3, r5). Requirements r1 and r2 represent two basic rights
for access control models involving roles. A role is a concept introduced by rolebased access control (see Section 3.1.3), that provides a way to model job functions
within the access control model. Multiple roles allow the system to grant users two
roles, without having to create a third role that includes all permissions of the two
roles. Furthermore, by enabling users to dynamically change their roles, the model
can more accurately reflect real life situations. Requirement r3 requires access control systems to allow the specification of negative permissions. Negative permissions
specifically deny access for a specific group or user, instead of having to determine
all groups and users that should have access. Therefore, negative permissions increase the expressibility of the system, by allowing for more fine-grained access
control structures. Additionally, having negative permissions in the model simplifies policy writing for users and reduces the risk of human error increasing the user
friendliness of the model. Requirements r4a and r4b are referred to as collaboration
requirements. For a collaborative system, both the number of requesters and policy
authors can be higher than one. Requirement r5 details the various administrative
rights that an access control model should support. The three main administrative
rights are granting, revoking and delegating. Administrative rights are necessary to
allow the dynamic adaptation of permissions.

imp.

model

rights

2.5 requirements of collaborative access control systems

id

requirement

description

r1

Dynamic User Roles

Users should be able to dynamically change
their roles.

[41, 48]

r2

Multiple User Roles

Users should be able to assume multiple roles
simultaneously.

[41, 48]

r3

Negative Rights

Users should be able to be explicitly excluded
from rights.

[42]

r4

collaboration
[41, 51]

r4a

Multiple Requesters

Access should be possible to be requested by
multiple users at the same time.

r4b

Multiple Authors

Access policies for a piece of data should be
able to be controlled by all involved users.

r5

administrative rights

sources

r5a

Granting Rights

Authorized users should be able to grant
rights.

r5b

Revoking Rights

Authorized users should be able to revoke
rights.

r5c

Delegating Rights

Authorized users should be able to delegate
their rights.

[42]

r6

Expressibility

The model should support fine-grained, complex access structures.

[41, 48, 51]

r7

User Friendliness

Limited or no overhead on users.

[13, 41, 48, 51]

r8

Generic Model

The model should be applicable to a wide
range of applications.

[48]

r9

Scalability

The model should allow for high numbers of
operations.

[48]

r10

Transparency

The model should provide transparency to
the user about the authorization process and
involve the user in the process.

r11

Storage

Access definitions should be stored efficiently.

[41]

r12

Efficiency

Evaluation of authorization requests should
be efficient.

[41]

Table 1: Requirements of collaborative access control.

The second group involves the general requirements of the model itself (r6, r7,
r8, r9 and r10). Expressibility of the model is important for its general applicability.
In particular, expressibility with respect to the policy language is considered. The
policy language should be able to express complex authorization policies, without
introducing ambiguity. User friendliness of the model is primarily related to the
ease-of-use and the possibility to easily express complex notions within the model.
User friendliness depends on the complexity of the model. Furthermore, the complexity of the policy language is an important factor. The generic model requirement
r8 is important for the applicability of the model. Applicability to a variety of situations is often not considered when new models are developed, because the models
are created to solve a specific problem in a specific type of system. For example,
spatial role-based access control for mobile systems [25] that incorporates a user lo-
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cation and the editing model [41], introduced specifically for the Suite framework
[19]. Furthermore, a generic model is often more difficult to develop. Scalability is
required to ensure the model can be used for large-scale systems. The scalability
of a model depends on the policy language (model level) and the implementation
of the access control system (implementation level). Transparency is important because of the collaborative nature the access control system will have to provide.
Users need to actively collaborate in creating and maintaining the authorization
process. By providing transparency on taken decisions and involving the user, the
access control system can achieve this collaboration more effectively.
The third group of requirements are related to the implementation of the model
(r11 and r12). Efficiency and efficient storage ensure the implementation of a model
can run with minimal system requirements. Efficiency is important due to the high
number of authorization evaluations that need to be performed. Evaluations in
collaborative access control models have increased complexity, increasing the need
for good efficiency. Storage is mainly related to the storing of authorization policies.
Depending on the system, the amount of policies can increase rapidly requiring
efficient storage.

3

EXISTING WORK

In this chapter, we analyze the existing work in the areas of access control and
collaborative access control. We provide several examples of each, that represent
access control systems with specific characteristics. Furthermore, we provide an
analysis of the existing work in terms of the requirements presented in the previous
chapter.
3.1

access control systems

Research into access control systems has been an important area of study in the
twentieth century. As a result, many different systems have been developed [32, 38,
40]. We discuss a few access control systems that are especially important, due to
their widespread use and influence on the field.
3.1.1

Discretionary Access Control (DAC)

In discretionary access control models, the owner of a resource determines the
access other users have to the resource. This relates to the concept of ownership,
which says that a user who creates an object has all rights on (owns) the object.
Discretionary access policies are enforced based on the existing access rules and
the privileges of the requester. The access control models are "discretionary", because users are capable of passing on their privileges to other users. Lampson [32]
proposed the access matrix model in 1974, which was developed for the protection
of resources in operating systems and became the standard for discretionary access
control models. Over the years, different discretionary access control models have
been proposed [32, 23, 27, 22]. The access matrix model was extended by Graham
and Denning [22] and formalized by Harrison et al. [27] into the HRU model.
An access matrix represents the subjects, objects and permissions of the system.
Formally, the access matrix model is represented as a triple (S, O, A), where S is
the set of subjects, O the set of objects and A the access matrix. The entry A[s, o]
corresponds to the permission that user s has on object o. An example access matrix
is provided in Figure 2. Generally, an access matrix would be large and sparse, i.e.
only a small percentage of cells would contain entries. Access control lists and
capability lists where devised as an efficient way to store access matrix entries.
Both methods retain only the cells containing information, however, capability lists
are subject oriented, while access control lists use objects as the starting point.
3.1.2

Mandatory Access Control (MAC)

Mandatory access is commonly called multilevel security or lattice-based access
control [38, 18]. In mandatory access control access is provided to subjects based
on their clearance level. Mandatory access policies determine the clearance level of
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object 1

object 2

object 3

user a

r

rwo

r

user b

rwo

rw

rwo

r : read

w : write

o : own

Figure 2: Example of an access matrix.
Secret,{Army,Navy}

Secret,{Army}

Confidential,{Army,Navy}

Secret,{Navy}

Confidential,{Army}

Secret,{}

Confidential,{Navy}

Confidential,{}

Figure 3: Example of a security lattice.

a user using rules set by a central authority. In particular, mandatory access policies
control direct and indirect flows of information, preventing information leakage.
Multilevel security refers to the classification given to subjects and objects in the
system and in particular the ordering between those classifications. Each subject
is assigned a secrecy class, which consists of a security level and a set of categories.
Secrecy classes are organized in a dominance relation with each other, such that the
classes together form a lattice. An example lattice with security levels confidential
and secret, and categories army and navy, is given in Figure 3. The semantics of the
classifications depend on the goal of the policy, either confidentiality or integrity.
Confidentiality-based mandatory access control policies prevent leakage of information to unauthorized subjects. The Bell-LaPadula model was defined as a
formalization of confidentiality-based policies [5]. Two main principles form the
core of the model. A subject is not allowed to read objects within a higher access
class, i.e. no read up and a subject is not allowed to write to objects at a lower
access class, i.e. no write down. In particular, information flows up and not down
with respect to the lattice.
Integrity-based mandatory access control policies prevent breaches of integrity
by unauthorized subjects. Formalized in the Biba model [9], integrity-based policies
are symmetric to confidentiality-based policies. A subject is not allowed to read
objects at a lower access class, i.e. no read down and a subject is not allowed to
write to objects in a higher access class, i.e. no write up. Information flows down,
in contrast to flowing up, in order to protect integrity.
3.1.3 Role-Based Access Control (RBAC)
Role-based access control was proposed as an alternative to existing access control
models [17, 39]. The main idea of the model is that the permissions of users depend
on their job function (their role), rather than their identity. A role-based access con-
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Figure 4: Basic role-based access control model.

trol policy can accurately reflect the organizational structure of an enterprise, and
as a result role-based access control has become the main access control framework
for commercial applications.
Role-based access control uses roles as the basis for access policies. A role is a
translation of a job function into a set of rights. Roles form a natural way of translating organizations into policies. The permissions a user has depend on the role of
the user within the company. Furthermore, role-based access control has sessions. A
session allows a user to define a set of activated roles for a connection to the system.
A user can open several sessions, using a different subset of his roles. Role-based
access control knows four different models. RBAC0 is considered the base model,
supporting the basic functionalities explained above, and is presented in Figure 4.
RBAC1 extends the base model with role hierarchies. Hierarchical roles allow administrators to specify relations between roles. RBAC2 extends the base model
with separation of duties. Separation of duties is needed to ensure users cannot misuse the system. Subjects should not have all roles required to perform a certain
task, if that task can be misused. Separation of duties can be enforced statically, by
defining conflicting roles in the policy, or dynamically, by enforcing separation of
duties at runtime. The last model, RBAC3 , combines the functionalities of RBAC1
and RBAC2 .
3.2

collaborative access control systems

In the beginning of this century, research focused on improving the existing frameworks and developing extensions to cope with changing information systems. In
particular, research was performed in developing frameworks for collaborative environments [42, 46, 36, 20, 21, 11]. We discuss several collaborative access control
systems to illustrative the different approaches taken to address the problems.
3.2.1

Editing Model (EM)

The editing model is an access control model proposed in 1992 [41]. The model
was developed based on the Suite multi-user framework, a system for concurrent
editing of data [19].
The editing model extends the access matrix model with three functionalities;
collaboration rights, negative rights and inheritance-based specification. The collab-
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oration rights are designed specifically for the Suite framework and define rights
needed for users to work together on the same information.. Negative rights specify the denial of certain rights to particular users. Inheritance-based specification
allows rights to be inferred, based on the presence of other rights.
3.2.2

Spatial Access Control for Collaborative Environments (SPACE)

The spatial approach to access control was proposed for virtual environments in
1997 by Bullock and Benford [12]. The model was later extended, in an attempt to
make it capable of dealing with collaborative environments [13]. Spatial access control was proposed as an acces control method that is easier to understand compared
to existing methods at the time. Existing methods were considered complex, which
would increase the possibility of human errors in specifying the access policy.
The spatial approach defines access control by the space an object resides in and
the permission required for that space. The model consists of two main parts, the
boundaries and spaces. Spaces contain the different object and can be thought of
as security zones. Boundaries separate the spaces, and can only be crossed with
the right credentials. An access graph represents the access control structure, where
nodes represent spaces and the edges between nodes represent the boundaries.
3.2.3

Team-Based Access Control (TBAC)

Team-based access control is an access control model proposed in 1997 by Thomas
[46]. Thomas attempted to adapt role-based access control to be used in collaborative environments by introducing teams. Furthermore, the model tried to maintain
the strong points of role-based access control.
To deal with dynamic situations, the role-based access control model is extended
with teams, in which groups of users are bound together for a specific task or
operation. Therefore, a team can be thought of as a dynamic group of users, capable
of dealing with operations performed in collaborative environments. Teams are
created at run-time, when a specific operation needs to be performed and after the
task is completed, the team becomes inactive and the permissions granted to the
team cannot be used by team members until the team is activated again.
A context-aware variant of team-based access control was proposed in 2001 [20].
Contexts make it possible to determine the teams that have to be activated automatically. Additionally, it allows permissions to be set for specific users and objects,
depending on the context at the time.
3.2.4

Relationship-Based Access Control (RSBAC)

Two models exist that define a form of relationship-based access control. Giunchiglia
et al. [21] and Bruns et al. [11] both developed access control models based on the
relations between users and objects. Although both models are developed independently, the basic concept is similar.
In relationship-based access control the relationship between subjects is used
as the main component of the model. Traditional access control models are object-
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centered, ignoring the relationship between owner(s) and requester(s). In relationshipbased access control, access policies are defined based on the relationships. Furthermore, permission to access a certain object is granted or denied by determining the
relationship of the requester to the owner of the object, and verifying that relationship allows access according to the access policy. In addition, both models focus
on the specification of complex policies necessary for collaborative environments,
such as policies involving an arity.
The relationship between subject and object can be used to specify access policies
in collaborative environments. In particular, the relation provides information that
can be used to determine the users that should collaborate in constructing the authorization policy. In both cases, this has not been implemented in the model. The
models do not support real collaboration between the users writing the authorization policy. However, the model created by Bruns et al. [11] uses a policy language
that could be used to incorporate the functionality in a new access control system.
Therefore, the model presents a good starting point for a new collaborative access
control system.
3.3

analysis of existing work

All of the proposed models take different approaches in tackling the problem of
combining the system properties collaboration and security. The variety of solutions is illustrative of the difficulty of the underlying problems.
We have compared the access control methods according to the requirements in
Table 1. A summary of the results is provided in Table 2. In particular, we paid
attention to the collaboration requirements r4a and r4b. The comparison does not
include the implementation requirements, as implementations are not available
for all models. Especially the newer collaborative access control model have only
been used in a theoretical context. Furthermore, the models have been designed for
varying applications making it difficult to find a test scenario for all models.
The analysis of the access control models showed that none of the models fulfills
all requirements for collaborative access control. However, there are some models
that are more suited than others.
Traditional access control models like discretionary access control and mandatory access control are incompatible with collaborative environments. The models
lack basic necessities like dynamic user roles and supporting multiple requesters.
Additionally, discretionary access control creates a lot of overhead for the users.
High amounts of overhead are problematic in collaborative environments with
large numbers of users and a high number of authorization requests.
Role-based access control fulfills most of the requirements. In particular, it partially fulfills the requirement for dynamic user roles by using sessions. However,
user roles cannot change during a session which limits the usability of sessions in
a collaborative context. There are many variants of role-based access control and
the differences between them are extensive [6, 30].
The editing model is the first of the access control models to be developed for
collaborative systems. However, the editing model is an older access control model
that was developed before contemporary large-scale systems existed. Computer
systems were less dynamic than they are now. Consequently, the editing model
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√
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X
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X
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√
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√
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X

∗
X

X

∗

X

X

X

X
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√
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√

√†

√

√

√

√

√†

∗√

†

∗
X

√

∗
∗√
√

X
√
X

∗
∗
X

∗

: partially fulfilled X : not fulfilled
†: differences exist between variants1
Table 2: Comparison of the existing work.

lacks functionalities as dynamic user roles and scalability, as these properties were
less important at the time.
The spatial access control model was designed for a specific type of systems that
have a non-dynamic nature. Because the model uses access graphs, the computational load is high and making changes to permissions is inefficient. Scalability and
flexibility are the main issues of the model. Furthermore, dealing with dynamic systems can be problematic as it further decreases efficiency.
Team-based access control is based on role-based access control and therefore
it has similar properties and similar defects. The difference with role-based access
control is the addition of dynamic teams, which addresses the limitations of sessions and fulfills the requirement for dynamic user roles.
Relationship-based access control is the only access control model that partially
fulfills the collaborative requirement of allowing multiple policy authors. However,
it is not completed fulfilled because, although it is possible within the model, it is
not explicitly mentioned by the researchers. In particular, the policy language that
is used contains possibilities for specifying policies with multiple policy authors,
but it is not natively supported by the model.
The need for transparency is a recently introduced requirement, in part by privacy regulations [49]. Transparency is not present in any of the access control models we discussed. Therefore, none of the existing models fulfills the requirement.

1 Since team-based access control is based on role-based access control, the same differences exist
depending on the role-based access control model that is used.

3.4 conclusion

3.4

conclusion

To design a functional collaborative access control model, there are a lot of aspects
to consider. Table 1 provides a good foundation for building a collaborative access
control model.
The existing work in the area is promising and the different models all have different characteristics. However, none of the models fulfill all of the requirements
and only relationship-based access control partially fulfills the critical requirements.
Therefore, developing an collaborative access control system that fulfills the critical requirements and, if possible, all other requirements as well, remains an open
problem.
The goal of this thesis is to address this problem by introducing a new collaborative access control system. In particular, the goal is to develop a model that
aims to fulfill all the requirements in Table 1. Of these requirements, we pay particular attention to requirements r1, r2, r4 and r10. Requirements r1, r2 and r4
are important to introduce collaboration into the access control system. Collaboration between users will be required to deal with the collaborative nature of the
environments.
Furthermore, we pay particular attention to requirement r10. Transparency is
a system characteristic that we believe will be important for the access control
system. By providing transparency through increasing user awareness, users will
become involved in the access control process. The involvement will hopefully lead
to users making well considered choices with regards to the access control for their
information.

19

Part II

RelAC Framework

21

4

PRELIMINARIES

In this chapter we present two topics that are important for the understanding of
the model and conflict resolution steps that are discussed later. The first topic is
hybrid logic, which is used as the policy language of the access control model. We
discuss the syntax, semantics and adaptations for use as a policy language in this
chapter. The second topic is conflict resolution. As will be clear later, conflicts will be
an important topic within the new model. In this chapter we introduce the main
conflict resolution techniques for access control models.
4.1

hybrid logic

The formal specification of policies in an access control model requires the use of
an appropriate policy language. Policy specification requires a language in which
unambiguity is an important property.
Bruns et al. [11] introduced hybrid logic as a policy language for collaborative
access control models involving relations. Hybrid logic is particularly suited for
this goal, as it contains operators to specify relations from the viewpoint of the
user specifying the access policy.
Hybrid logics [4, 3] are modal languages with additional special symbols and
operators. Modal logics are a type of formal logics that extends propositional and
predicate logic with the possibility to express modalities. In particular, they introduce the modalities of necessity and possibility. Operators are provided to express
necessity () and possibility (). The necessity operator is used to specify a predicate is necessarily true, e.g. P means P is necessarily true. The possibility operator
specifies a predicate is possibly true, e.g. P means P is possibly true. Furthermore,
modal logics works with the concepts of models and states. If a formula is necessarily true, it is true in all states and if it is possibly true, it is true in some state.
Hybrid logic extends modal logic with symbols for naming specific states within
a model. The new symbols are referred to as nominals. Nominals are true at a
single point in the model, representing a unique state. A good example of the
consequences of the uniqueness of nominals is provided in Example 4.1 [3].
Example 4.1. Consider the formula below with i a nominal and p and q propositional
symbols.
(i ∧ p) ∧ (i ∧ q) → (p ∧ q)
If i is not a unique state in which i is true, the formula could be falsified. For instance,
consider a world where in some state s1 it holds that i ∧ p and at s2 it holds that i ∧ q,
with s1 6= s2 .
However, since i is a unique state the formula becomes a validity. Let M, s |= (i ∧ p) ∧
(i ∧ q). Then, some s0 satisfies i ∧ p and some s00 satisfies i ∧ q. Since i is unique it is
true that s0 = s00 . As a result M, s |= (p ∧ q).
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In the example, the validity of the formula is changed by the fact that the nominal
i can only be true in one specific state. Therefore, the two formulas (i ∧ p) and
(i ∧ q) can only be true within the same state i, as i is false in all other possible
states.
4.1.1

Syntax

A definition of the language is provided in Definition 4.1, as provided in [11]. Nom
represents the set of nominal symbols, Var the set of variable symbols, R the set of
relations and P the set of propositional symbols.
Definition 4.1. The syntax of the hybrid logic HL, where n ∈ Nom, x ∈ Var, p ∈ P and
r ∈ R, is defined as follows:
t ::= n | x
φ ::= t | p | ¬φ | φ1 ∧ φ2 | hriφ | h−riφ | @t φ | ↓xφ
Hybrid logic uses the basic definitions for negation (¬) and conjunction (∧). Furthermore, hriφ indicates that given a state s, there is another state s0 and the relation
r holds between the states. The inverted relation h−riφ is similar, but the relation
is evaluated from the state s0 to the state s.
Hybrid logic adds two operators to modal logic. The @t operator changes the
world to the state in which the nominal t is true. Intuitively, the world is viewed
from the viewpoint of nominal t. The @t operator satisfies several useful properties,
including the distributivity axiom (@t (φ → ψ) ⇒ (@t φ → @t ψ)) and necessitation
rule (φ ⇒ @t φ).
The second operator is denoted with ↓ and called the binder operator. By binding
a variable to a specific point, it is possible to create a name for the current state and
use this information in later formulas. For example, ↓y names the current state y,
so that y can used as a nominal in the rest of the formula.
Notice that it is possible to derive other logical symbols and operators from the
definition, see Example 4.2.
Example 4.2.
def

⊥ = p ∧ ¬p

def

> = p∨p

def

p ∨ q = ¬(¬p ∧ ¬q)

4.1.2 Semantics
Hybrid logic defines systems in terms of models and states. The set of models M
includes all valuations that satisfy the system. A state s is a valuation within the
domain of M. Of particular importance is the satisfaction relation. The satisfaction
relation defines the truth of a formula in relation to the model, state and valuation.
In particular, M, s, g |= φ if the formula φ is true with valuation g of state s in
model M, with M ∈ M. The satisfaction relation for hybrid logic is defined in
Definition 4.2 [11].
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Definition 4.2. The definition of the satisfaction relation M, s, g |= φ, which specifies that
formula φ is true under valuation g in state s of model M, is given below.
M, s, g |= x

def

M, s, g |= n

def

M, s, g |= p

def

M, s, g |= ¬φ

def

M, s, g |= φ1 ∧ φ2

def

=

M, s, g |= φ1 and M, s, g |= φ2

M, s, g |= hriφ

def

=

M, s, g |= φ for some (s, s0 ) in relation r

def

M, s, g |= φ for some (s0 , s) in relation r

M, s, g |= h−riφ

4.1.3

=

s = g(x)
V(n) = {s}

=

s ∈ V(p)

=

M, s, g 6|= φ

=

=

M, s∗ , g |= φ where V(n) = s∗

M, s, g |= @n φ

def

M, s, g |= @x φ

def

=

M, g(x), g |= φ

M, s, g |= ↓x φ

def

M, s, g[x 7→ s] |= φ

=

=

Hybrid logic as a policy language

To use the hybrid logic language in an access control context Bruns et al. introduce
special protection states. A protection state is a state s from the viewpoint of principals of the system, i.e. nominals. Principals are related to objects in the system
as owners or requesters. A hybrid logic formula can be used to express the relationship between two principals. By using the @ operator, the world can be viewed
from the viewpoint of a single user. The relations with other users can be expressed
by formally stating how the user views the other user. Expressing the relationships
between users forms the foundation of relationship-based access control. Because
the formulas express relationships between principals, Bruns et al. [11] defined a
subset of formulas in hybrid logic that fulfills particular properties. The definition
of this subset is provided in Definition 4.3.
Definition 4.3. Let HL(own,req) be the set of formulas of hybrid logic that
• contain at most own and req as free variable.
• are boolean combinations of formulas of the form @own φ and @req ψ.
The subset limits the possible hybrid logic formulas that can be used to specify
policies. In particular, by allowing only own and req as free variables, the policies
can be evaluated from the owner’s perspective. The requester will be determined
by the authorization request. An example policy within the subset HL(own,req) is
given in Example 4.3.
Example 4.3. The owner of an object wants to express a policy that grants access if the
requester is both a friend and a colleague of the owner. This is expressed with the following
policy
@own (hfriendireq ∧ hcolleagueireq)
Where own represents the owner and req represents the requester.
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4.2

conflict resolution

Conflict resolution is an intricate part of many access control models. Conflicts can
arise in many different situations, and because of many different reasons. In general, a conflict occurs if two users create conflicting policies for an object where
satisfaction of both policies is not possible in some cases. A definition of conflicts
as we use them in this thesis is given in Section 5.4 Using conflict resolution techniques, a conflict can be solved in an unambiguous way. Different methods exist
for resolving conflicts that result from conflicting policies in access control models.
The main techniques we discuss in this section are resolution rules and precedence
systems. Furthermore, policy combining algorithms, as used in the eXtensible Access
Control Markup Language (XACML)[44], are discussed.
Resolution rules
Resolution rules are one of the easiest methods to deal with conflicts. The system
uses a predefined set of rules to determine the final decision when a conflict occurs.
An example resolution rule is given in Example 4.4.
Example 4.4. Resolution rule: In case users specify conflicting policies, the resulting
decision is deny.
Precedence systems
A precedence system resolves conflicts by using a predefined precedence or ordering. The ordering can be based on different properties of the rules. Example
orderings are specificity, hierarchical and recency.
In a specificity precedence system, the policy rule that is most applicable to the
requester is used to determine the final decision. A hierarchical precedence system
depends on a predetermined hierarchy to make a decision. The hierarchy can be
between the different parts of the policy or between the users specifying the policy.
A recency precedence system takes the most recent applicable policy rule and uses
that rule to make a final decision.
Policy combining algorithms
The eXtensible Access Control Markup Language (XACML) uses a construct called
policy combining algorithms to determine an authorization decision. The algorithms implement a specific set of steps that leads to a decision. Depending on
the algorithm that is chosen, different decision are preferred over others. However,
in the way the algorithms are structured, conflict decision are effectively avoided.
The algorithms prevent the occurrence of conflicts, as they will always form a decision that is either permit, deny, not applicable or indeterminate. With modifications,
the policy combining algorithms could be used in systems that do allow a conflict
type decision. The following types of policy combining algorithms are used within
XACML [44].
deny-overrides. Results in a deny decision if any rule leads to deny.
permit-overrides. Results in a permit decision if any rule leads to permit.
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first-applicable. Returns the decision of the first applicable rule in the policy.
only-one-applicable. Returns a decision if there is a unique rule in the policy
that applies. If more rules apply the algorithm returns indeterminate.
Furthermore, a few possibilities for additional algorithms are listed in XACML
[33]. The proposed algorithms are interesting because they deal with sub-policies,
which relate to the concept of user definitions introduced in Chapter 5.
weak-consensus. Rules should not conflict with each other. Permit a request if
some rules permit a request, and no rule denies it. Deny a request if some
rules deny a request, and no rule permits it. Yield a value indicating conflicting rules if some permit and some deny.
strong-consensus. All rules must agree. Permit a request if all rules permit a
request. Deny a request if all rules deny a request. Yield a value indicating
conflicting rules otherwise.
weak-majority. A decision wins if it has more votes than the opposite. Permit
(deny) a request if the number of rules permitting (denying) the request is
greater than the number of rules denying (permitting).
strong-majority. Permit a request if over half of all rules permit it, and deny
the request if over half deny it.
super-majority-permit. Permit a request if over 2/3 of all rules permit it, and
deny the request otherwise.
In particular, note that the algorithms used by XACML and the different types of
precedence systems share several similarities. For instance, a rule ordering precedence system, in which rules are ordered in a specific hierarchy, is similar to the
first-applicable algorithm of XACML. In particular, the order in which the firstapplicable algorithm evaluates the rules is a rule ordering. However, there is also
one important difference between the two systems. While the policy combining
algorithms prevent the occurrence of conflicts, a precedence system is used when
conflicts are detected. In particular, XACML does not provide conflict detection,
while a precedence system requires conflict detection.
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R E L A C : R E L AT I O N - B A S E D A C C E S S C O N T R O L

In this chapter, we introduce the relation-based access control model called RelAC.
We discuss the structure of the model. Furthermore, we explain the structure of the
authorization policies and authorization requests using the policy language hybrid
logic. Finally, we discuss the concepts of conflicts and mismatches.
5.1

relac model

In this section we introduce the RelAC model. First, we introduce the model along
with the different components. Second, we provide a formal specification of those
components.
5.1.1

Conceptual model

The model for collaborative access control contains elements from both role-based
access control and relationship-based access control. Figure 5 shows the entire
model. The main part of the model consists of users, roles and permissions, similar
to role-based access control, extended with relations.
The set users contains all users of the system. Relations between users are binary
relations that define how users are connected. The relation can be used in the
specification of access policies. For example, two users can work together, in which
case the relation would be "coworkers". The names of the relations have to be
predefined based on the system.
The set permissions contains combinations of actions and objects, which together
define the permissions. Actions are operations that can be performed on objects, e.g.
delete or read. Users are assigned to roles and roles are assigned to permissions.
However, the set of roles is defined differently from role-based access control.
The set of roles is divided into a set of role types and a set of organizational roles. The
set of role types is a representation of the relations between roles and objects. In
particular, the set contains the roles that a user can have in relation to a specific
object, e.g. data subject. Furthermore, the set role types represents the roles that
are allowed to specify authorization policies. Figure 6 shows the details of the role
types set. In the figure, some example role types are provided. Data host is the
role of the principal hosting the object. The data provider is the user providing
the object to the system, e.g. by uploading a file. The data subject of an object
is the user that is the subject of the content of the object, e.g. the person in a
picture. Furthermore, there can be other domain specific role types depending on
the application. In particular, notice that the relation can be one to one or many to
one depending on the role. For instance, an object typically has only one associated
data host, however, the object can have several data subjects.
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Figure 5: RelAC model for collaborative access control.
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Figure 6: Example relations between role types and objects.

Organizational roles are roles that exist in the organization, e.g. manager. In
particular, note that roles with identical names can exist as an object role and organization role, but that the sets are semantically different.
The relation between knowledge and object is a container relation. In other
words, objects can contain one or more pieces of knowledge that are part of the
system. However, it is also possible for knowledge to be contained by one or more
objects. We included the relation between knowledge and objects, as protecting
knowledge is becoming increasingly important. The possibilities of using knowledge within the model are discussed as part of the future work in Chapter 8.
5.1.2

Formal specification

The model consists of different types of elements that need to be formally defined.
The semantics of each element is provided in Table 3.
First, there are five sets that are system dependent. Users (U) contains all users
of the system, Objects (O) all objects and Actions (A) all possible actions on objects.
Furthermore, the set Organizational Roles (OR) contains all roles that a user might
have, which cannot be used for specifying policies. For instance, the role "Doctor"
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element

specification
sets

Users

U

Objects

O

Actions

A

Knowledge

K

Organizational Roles

OR

Role Types

Rtype

Object Roles

Object Roles ⊆ Rtype × O

R = OR ∪ Object Roles

Roles

PER ⊆ O × A

Permissions

assignments
Permission assignment
User assignment

PA : R 7→ 2PER
UA : U 7→ 2R

relations
Contains
User to User

CON ⊆ O × K

REL ⊆ U × U

Table 3: Formal specification of the model.

can be an organizational role. The set Role Types (Rtype ) contains all different types
of roles that can be object roles. For example, the types Data Host, Data Subject and
Data Provider are in this set. Finally, the set Knowledge (K) contains all knowledge
represented by the objects in the system.
Using the definitions of the system dependent sets, the remaining sets of the
model can be defined. The set of object roles contains combinations of a role type
and an object. A user is associated with each element based on the role type and
object. Intuitively, the user and object are in the relation named by the role type.
The set of roles is the union of the set of object roles with the set of organizational
roles.
Permissions in the model are combinations of objects and actions. A permission
is an action on a particular object that can be performed. However, not all actions
need be possible on each object, which is indicated with the subset symbol.
Assignment of permissions to roles is done with an assignment function that
maps roles to a set of permissions. Every role can be mapped to more than one
different permissions. Similarly, assignment of users to roles is done with the assignment function UA. Intuitively, this function, given a user, returns the set of
roles associated with the user.
The last elements to define are the relations. The relation contains defines combinations of objects and knowledge. As made clear earlier, it is possible to have
several elements of the form (o, k1 ), (o, k2 ), etc. or of the form (o1 , k), (o2 , k), etc.
within the relation.
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The relation between users defines all relations of the type user to user. Example
relations could be "friends", "family" and "manager".
The last type of relations is between the set of object roles and objects. In particular, note that elements of the set only need to differ in the associated user, which
allows many to one relations. The role type and object can be the same. For instance,
consider as a collaborative system a social network where users share information.
On the social network, a user shares a picture o that shows two different users of
the social network, u1 and u2 . The associated role type for the users would be data
subject. The elements in the set of object roles are the tuples (data subject, o) with
user u1 , and (data subject, o) with u2 . The two elements represent data subject
relationships between the two users and the object.
5.2

authorization policies

Authorization policies specify the access rights users have on an object. Authorization policies are combinations of the access definitions specified by the object roles
related to an object.
User definitions represent the access control settings, as defined by the object roles
of an object. A user definition can represent positive access settings, i.e. who to grant
permission, or negative access settings, i.e. who to deny permission. User definitions
are specified in hybrid logic. However, we use a slightly changed hybrid logic syntax to adapt it to the needs of the RelAC collaborative access control system. The
definition of the syntax is presented in Definition 5.1.
Definition 5.1. The syntax of the hybrid logic HL, where t ∈ Object Roles, p ∈ P,
S
S
n ∈ Object Roles Users {req} and r ∈ R and:
φ ::= @t ϕ
ϕ ::= n | p | ¬ϕ | ϕ1 ∧ ϕ2 | hriϕ | h−riϕ
where R is the set of possible relations and P is the set of predicates.
The syntax restricts formulas to use a single @-operator, and does not allow
the use of the ↓-operator. The changes to the hybrid logic syntax ensure that user
definitions can only be specified from the viewpoint of the object role and that
this viewpoint cannot change within a user definition formula. In particular, the
binding operator is not required, as binding the name of a state to a variable is not
needed when the state cannot change. Allowing a changed viewpoint could lead
to security issues, because users can pretend to be a different object role to specify
more permissive (or restrictive) permissions. Furthermore, the set P contains the
predicates of the system, for instance for organizational roles. An example of this
will be shown later in Example 5.2.
A formal definition of user definitions is provided in Definition 5.2.
Definition 5.2. A user definition is formally defined as a hybrid logic formula, using the
syntax defined in Definition 5.1, with at most own and req as free variable and where own
represents the role type of the object role of the specifying user and req the requester.
All user definitions that specify positive settings together form the positive authorization rule. Similarly, all user definitions that specify negative settings form the
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Figure 7: Structure of authorization policies.

negative authorization rule. Authorization rules combine the user definitions by using a logical operator. The logical operator can be either conjunction or disjunction.
Both operators represent different security goals. In particular, logical disjunction
in the negative rule leads to a restrictive environment, similar to using the denyoverrides algorithm of XACML [44]. Using logical disjunction in the positive rule
leads to a permissive environment, similar to using permit-overrides in XACML.
Authorization rules are formally defined in Definition 5.3.
Definition 5.3. An authorization rule is logical combination of user definitions of the form:
@t1 (φ1 ) ◦ @t2 (φ2 ) ◦ · · · ◦ @tn (φn )

with @ti (φi ) a user definition and ◦ ∈ {∧, ∨}.
An authorization policy consists of a single positive authorization rule and a single negative authorization rule. A formal definition of an authorization policy is
provided in Definition 5.4.
Definition 5.4. An authorization policy AP is defined as a tuple AP = hφ, ψi, where φ
is the positive authorization rule and ψ is the negative authorization rule.
The structure of an authorization policy is provided in Figure 7. In the figure, ◦
is either conjunction or disjunction, and ti and ui represent object roles. In particular, notice that the positive and negative rule do not have to use the same logical
operator. Furthermore, note that the role types of the object roles in the positive
and negative rule do not need to be the same. A user can specify only positive user
definitions, only negative definitions or no definitions.
In Example 5.1, we present an example illustrating the structure of user definitions, authorization rules and authorization policies.
Example 5.1. Consider a system with a single object o and an authorization policy AP
for o. There are three users that have object roles involving o. Alice is the data host of
the object, Bob is the data provider and Charlie is the data subject. All three are allowed
to specify user definitions. Furthermore, the system has the friends and family relations
between users. For object o, Alice wants to specify that her friends and family have access.
Bob wants to specify that his friends have access. Charlie wants to specify that his family
does not have access.
The user definitions specified by the users can be written as
Alice = @datahost (hfriendireq ∨ hfamilyireq)
Bob = @dataprovider hfriendireq

Charlie = @datasubject hfriendireq
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The user definitions can be used to form the positive rule φ and the negative rule ψ. The
system uses conjunction to combine the user definitions.
φ = @datahost (hfriendireq ∨ hfamilyireq) ∧ @dataprovider hfriendireq

ψ = @datasubject hfriendireq

The authorization policy AP of the object o is
AP(o) = φ ∧ ψ
5.2.1

Organizational roles

Organizational roles form an integral part of many systems used in organizations.
Within the model, organizational roles express roles that are not related to a specific object. In particular, the organizational roles cannot be used as the viewpoint
in user definitions. However, organizational roles can play an important part in authorization policies. Policies can be based on the fact that the requester has a certain
role within the organization. An example of this is provided in Example 5.2.
Example 5.2. Consider a hospital where doctors are allowed access to objects. Then, doctor
would be considered an organizational role. Consider the hospital to have the object role
data host, related to all objects. A possible positive authorization rule for objects could be
φ = @datahost (hemployeeireq ∧ isDoctor(req))
The objects in the example can be accessed if the requester has the relation employee with the hospital (i.e. works at the hospital) and is a doctor. The predicate
isDoctor() is used to indicate the organization role doctor. For other organizational
roles, a similar approach can be taken. Note that for binary organizational roles,
like teacher, the role could be expressed with the formula hteacheri>. However,
this style becomes unintuitive for unary roles, so we restrict organization roles to
be expressed by separate predicates.
5.2.2 Graded modalities
Hybrid logic supports expressing graded modalities [11, 3]. A graded modality is a
syntactic extension of the language to express policy involving statements like "at
least n" and "exactly n". The cases for "at least n" and "exactly n" can be expressed
with hrin φ. Intuitively, hrin φ holds in state s, if there are at least n different users,
including the requester, for which φ holds. Using this expression, we can define "at
least n" and "exactly n" as is done in Definition 5.5 and Definition 5.6, respectively.
For the "exactly n" case, we specify the rule for "at least n" and prohibit all cases
with more than n users.
Definition 5.5. "At least n" for relation r is written as:
hrin φ
Where φ holds if relation r holds for at least n users.
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Definition 5.6. "Exactly n" for relation r is written as:
hrin φ ∧ ¬hrin+1 φ
Where φ holds if relation r holds for exactly n users.
Furthermore, graded modalities can express how many users should be on the
path between the user specifying the policy and the requester [11]. Definition 5.7
defines policies with at most k users between the owner and the requester.
Definition 5.7. Consider a path of k users in relation rel with k > 1 between the owner
and the requester req. We inductively define policies involving path lengths
def

depth[rel, 1] = hrelireq
def

depth[rel, k + 1] = depth[rel, k] ∨ hrelidepth[rel, k]
By specifying the amount of users between the owner and requester, we can
model a simple trust network. Expressing this is particularly useful in a social
network context. Example 5.3 provides an example of how to use graded modalities
to express trust considerations in a social network.
Example 5.3. Consider a social network where the user Alice wants to specify a policy that
all users that are at least friends of friends with two of her family members can access the
object. The corresponding user definition could be expressed as
@alice hfamilyi2 depth[friend, 2]req
5.3

policy evaluation & authorization requests

In Chapter 2, we introduced a basic access control architecture (Figure 1). As part of
the architecture, we introduced two important concepts; authorization requests and
authorization decisions.
Authorization requests are the requests made by user to perform a certain action
on an object. An authorization request consists of two parts; a requester and the
permission the request is for. The permission can be further divided into an action
and an object. A formal definition is provided in Definition 5.8.
Definition 5.8. An authorization request is formally defined as
AR(user, permission)
where user is a user of the system and permission is a combination of an action and
object.
Policy evaluation is done by means of an evaluation function. The evaluation function evaluates the authorization request against the authorization policy. In particular, the request is evaluated against each authorization rule individually. The
authorization rules are evaluated by the rule evaluation function. The results of the
rule evaluations are mapped by the policy evaluation function to an authorization
decision.
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An authorization rule can be true or not applicable. In case the evaluation is true,
the respective decision of the rule applies to the permission. The decision is permit
for the positive rule and deny for the negative rule. If the evaluation is not applicable,
the rule does not include any user definitions that apply to the requester. Note that
both the positive and negative authorization rules can be true or not applicable for
a particular authorization request. The evaluation function is formally defined in
Definition 5.9.
Definition 5.9. The rule evaluation function E is defined as
E(φ) 7→ {0, 1}
with φ representing an authorization rule, 0 representing not applicable and 1 representing true.
The policy evaluation function combines the results from the evaluation of the
authorization rules and maps them to a decision. The combination leads to one
of the authorization decisions permit, deny, not applicable or conflict. The decision
is permit if only the positive rule is applicable. Similarly, the decision is deny if
only the negative rule applies. If neither of the authorization rules applies the
decision is not applicable, indicating the authorization policy does not contain any
user definitions involving the requester. The decision conflict is reached when both
authorization rules apply. The policy evaluation function is formally defined in
Definition 5.10. In particular, note that the evaluation conflict is made as soon as
both the positive and negative rule are applicable.
Definition 5.10. Let E be the rule evaluation function. Furthermore, let F(E(φ), E(ψ)) be
a policy evaluation function with F(E(φ), E(ψ)) 7→ {P, D, N/A, C}, in which φ represents
the positive rule, ψ the negative rule, P is permit, D is deny, N/A stands for not applicable
and C for conflict. We then define the possible values of F(E(φ), E(ψ)) as
F(1, 0) = P
F(0, 1) = D
F(0, 0) = N/A
F(1, 1) = C
In the rest of the thesis, we refer to the policy evaluation function simply as the
evaluation function.
In Example 5.4, we provide an example evaluation.
Example 5.4. Consider the scenario with authorization policy AP in Example 5.1. Furthermore, consider an authorization request AR(Eve, access)), where access = (o, view).
Eve is a friend of Bob and family of Alice. In this example, we evaluate the authorization
request against the policy.
First, we evaluate the request against the positive rule, i.e. E(φ). Since Eve is a friend of Bob,
the user definition @dataprovider hfriendireq evaluates to true. Furthermore, since Eve
is family of Alice, the user definition @datahost (hfriendireq ∨ hfamilyireq) evaluates
to true. Consequently, E(φ) = 1
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Next, we evaluate the request against the negative rule, i.e. E(ψ). Since Eve is not a friend
of Charlie, the user definition @datasubject (hfriendireq evaluates to not applicable. Consequently, E(ψ) = 0
Now we apply the evaluation function to the two results.
F(E(φ), E(ψ)) = F(1, 0) = P
The authorization request made by Eve evaluates to permit and Eve is allowed access to the
object o.
5.4

conflicts and mismatches

A conflict as a result of an authorization policy can have many different forms.
The addition of collaboration in collaborative access control systems increase the
likelihood of conflicts between user definitions. In traditional systems, conflicts
arise by a user specifying a policy that is conflicting with itself. However, in a
collaborative access control model conflicts can also be the result of different users
wanting to accomplish different levels of security, privacy and / or availability. In
particular, we distinguish between conflicts and mismatches.
Conflicts are the results of user definitions in the positive and negative rule that
overlap in terms of applicability. In particular, a conflict implies a requester falls
within the set of users covered by the positive authorization rule and the negative
authorization rule. A formal definition of a conflict is provided in Definition 5.11.
Definition 5.11. Let AP = hφ, ψi be an authorization policy. A conflict occurs when
E(φ) = E(ψ) = 1.
When a conflict occurs, the evaluation function returns a conflict decision. Therefore, conflicts are easily detected by the evaluation function. An example of a conflict is given in Example 5.5.
Example 5.5. Consider an authorization policy AP consisting of positive rule φ and negative rule ψ with
φ = @u1 haireq

ψ = @u2 haireq

Assume that u1 and u2 are both in relation a with the requester. The evaluation will result
in a conflict decision.
When u1 = u2, the conflict is referred to as a single-user conflict.
Mismatches can exist in two different forms. A mismatch can occur when the evaluation of a policy rule does not match the intend of the user. Furthermore, a mismatch can occur when the final decision made by the system is different from
the intended decision of the user. We refer to mismatches of the first type as rule
mismatches and mismatches of the second type as decision mismatches. A formal definition of a rule mismatch is provided in Definition 5.12. A formal definition of a
decision mismatch is provided in Definition 5.13.
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Definition 5.12. Consider an authorization rule ρ (either negative or positive) with
ρ = a1 ◦ . . . ◦ an
with 1 6 n and ai a user definition with 1 6 i 6 n and ◦ ∈ {∧, ∨}. A rule mismatch
occurs when for some i with 1 6 i 6 n it holds that ai evaluates to the opposite value of ρ.
Definition 5.13. Consider an authorization policy AP and authorization request AR. Furthermore, consider an authorization rule ρ that represents one of the authorization rules in
AP with
ρ = a1 ◦ . . . ◦ an
with 1 6 n and ai a user definition with 1 6 i 6 n and ◦ ∈ {∧, ∨}. Additionally,
dec represent the authorization decision when evaluating AR against AP. A decision
mismatch occurs when for some i with 1 6 i 6 n it holds that ai evaluates to a different
value then dec.
In Example 5.6, we present an example situation of a mismatch.
Example 5.6. Consider a positive authorization rule φ with
φ = @u1 haireq ∧ @u2 hbireq
Assume that the requester is in relation a with u1, but not in relation b with u2. The
positive rule φ evaluates to false, even though the intend of u1 was true leading to a rule
mismatch.
Additionally, there is a relation between mismatches and conflicts. Depending on
how a conflict is resolved, the result can lead to a decision mismatch. An example
of a decision mismatch is provided in Example 5.7.
Example 5.7. Consider an authorization policy AP consisting of positive rule φ and negative rule ψ with
φ = @u1 haireq ∧ @u2 hbireq

ψ = @u2 haireq

Assume that the requester is in relation a with u1 and u2, and in relation b with u2.
Both policy rules evaluate to true, leading to a conflict. Assume the conflict is resolved
by the system, by making the authorization decision deny (in Chapter 6 we will discuss the
conflict resolution process in more detail). However, this leads to a decision mismatch with
the intend of u1 (permit).
In particular, note that it is possible for a rule mismatch to lead to a decision mismatch, but that this is not a certainty. Furthermore, note that decision mismatches
can exist without the occurrence of a rule mismatch (as in Example 5.7).
Although mismatches can be hard to detect and solve, they provide the user with
an understanding of why a decision has been made. User feedback is an essential
process to obtain transparency. By identifying mismatches, users can be provided
with feedback about their policies. They can decide whether action is necessary, for
instance by adapting the policy. The user feedback process is discussed in Chapter 6.

6

RELAC ARCHITECTURE

In this chapter we introduce the architecture of the RelAC system. Furthermore, we
introduce details of the conflict resolution process and the user feedback process.
6.1

architecture
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Figure 8: RelAC framework architecture.

Figure 8 presents the architecture of the RelAC model. The architecture consists
of several elements that handle the processes of the model.
The policy enforcement point (PEP) intercepts incoming authorization requests and
checks that the authorization request is properly formatted. If the request is formatted correctly, the PEP sends the request to the policy decision point (PDP). The PDP
determines the information that is required to make a decision and fetches the
appropriate authorization policy through the policy administration point (PAP). The
PAP handles the communication with the positive rule database (PR) and negative
rule database (NR). After the PDP has collected the correct authorization policy
from the PAP, it forms a preliminary access decision using the policy evaluation
discussed in Section 5.2. The preliminary access decision is send to the conflict resolution point (CRP) along with the authorization policy. If the preliminary access
decision is a conflict, the CRP resolves the conflict and forms the final access decision. The preliminary decision, final decision and authorization policy are send
to the user feedback point (UFP). The UFP uses the information to determine if mismatches have occurred and provides feedback to the user. The final decision is also
send to the PDP. The PDP forwards the decision to the PEP, which handles the final
communication with the user.
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In the following sections, we will discuss the different components in more detail.
6.1.1

PEP, PDP and PAP

The PEP, PDP and PAP work closely together in handling authorization requests.
The PEP handles the communication with the requester. When receiving a request
(1), the PEP checks whether the requester is an existing user in the system. Furthermore, the PEP checks if the permission exists. If the authorization request is
properly formatted, it is forwarded to the PDP (2).
The PDP first sends a copy of the authorization request on to the PAP (3). The
PAP is responsible for finding the correct authorization policy to use with the request. Therefore, the PAP retrieves both the positive and negative authorization
rules from the respective databases, and combines them to form the authorization
policy. After the policy is formed, it is send to the PDP (4).
The PDP uses the policy evaluation function to evaluate the authorization request against the authorization policy. After evaluation, the PDP determines a preliminary access decision. The preliminary decision is equal to permit, deny, not applicable or conflict. The preliminary decision is send to the CRP, along with the
authorization policy (5).
After receiving the final decision from the CRP (7), the PDP is responsible for
forwarding the decision to the PEP. The PEP performs a final check to determine
if the decision is permit or deny. If the permission is not applicable, the PEP decides
how to handle the request. Depending on the system, the settings could be to
always change not applicable into deny or permit. In particular, note that a conflict
decision cannot occur after the preliminary decision has been send to the CRP. After
the final check, the PEP communicates the final decision to the user and handles
the enforcement of the decision (8).
6.1.2

Conflict resolution

The CRP of the RelAC model needs to handle the conflicts within the system. However, because conflicts can occur in different shapes this can be hard to accomplish.
Furthermore, multiple conflicts can exist within a single authorization policy making the overall situation even more complex.
In general the CRP works as follows. An authorization policy and preliminary
decision are received by the CRP (5). If the preliminary decision is permit, deny or
not applicable, it is turned into the final decision and send to the PDP (6). If the preliminary decision is conflict, the CRP needs to resolve the conflict. The CRP applies
the conflict resolution techniques of the system to reach a decision other than conflict. After a decision has been reached, the decision is made final and send to the
PDP (6). Furthermore, the preliminary decision, final decision and authorization
policy are send to the UFP to determine if user feedback is required (9).
In Chapter 4, we introduced several existing conflict resolution techniques. However, it is not possible to chose a single technique for all possible systems. The
strategy to use depends on the goals and properties of the application domain.
The resolution rule technique is simple and requires only limited system resources, while the policy combining algorithms requiring substantially more re-
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sources. Additionally, the set of resolution rules is a static set, while different policy combining algorithms could be used in different situations allowing for greater
flexibility. Similarly, the precedence system allows the use of different types of orderings depending on the situation and the system. Taking these characteristics into
account, we can see that not every technique is suited for every type of application.
Resolution rules are best used in environments where all conflict should be handled in the same way. For example, a system where confidentiality is paramount
could use a resolution rule that states all conflicts are resolved as deny. Policy combining algorithms are better in systems where different types of conflicts need to
be handled in specific ways. Different algorithms can be used depending on the
type of objects. For instance, on Facebook different algorithms could be used for
pictures and posts, as pictures present a higher privacy risk. Precedence systems
are best in environments where a predetermined ordering can be established. A
precedence system could be used in organizational applications, where there is a
clear hierarchy between users.
The conflict resolution process needs to be adapted to the specifics of the application domain. However, no matter what technique is used, the goal should always
be to obtain an authorization decision that best matches the preferences of the
different involved policy authors and the security goals of the system.
6.1.3

User feedback

The UFP provides information to the user about situations in which conflicts or
mismatches where detected. To provide good feedback, the UFP is capable of evaluating the user definitions to determine why a mismatch occurred and if there are
possible solutions. Furthermore, because the UFP possesses the preliminary and
final decisions, the UFP knows the results of the policy evaluation and the CRP.
The UFP evaluates the result of every single user definition involved with the authorization rules of the policy. The results of the user definitions are compared with
the result of the respective authorization rules. If the results differ, a rule mismatch
has occurred and the UFP provides feedback to the user. The feedback includes
the object for which the rule mismatch occurred, what the expected decision of the
user was (permit, deny or not applicable) and what the final decision was in the
form of a feedback message (10).
Furthermore, the UFP compares the evaluation of each user definition to the final
decision that was made. If the expected decision differs from the final decision, a
decision mismatch occurred. Again, the UFP provides feedback to the user about
the object for which the decision mismatch occurred, what the expected decision
of the user was (permit, deny or not applicable) and what the final decision was in
the form of a feedback message(10).
The UFP provides several benefits to the RelAC model.
a User awareness. By pointing out potential problems in an authorization policy and providing feedback to users, the users become aware of the effects
their policies have. This awareness can lead to better authorization policies
and increased security and privacy awareness of users.
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b By helping users to find solutions to conflicts and mismatches, the amount of
conflicts and mismatches in the system could be reduced. A smaller number
of conflicts and mismatches leads to a better functioning system.
The exact specifications of the user feedback process, and especially of the feedback
information that is provided to the users, depends on the type of system and the
goals of the system. In a social network like Facebook, user feedback can be an
important addition, while on a collaborative editing platform like Wikipedia, the
benefits might be smaller.
6.2

implementation

The architecture of the RelAC system consists of several different components. To
show the feasibility of the system, we have created an implementation of the architecture. The implementation is divided into two parts. The first part implements
the different elements of the architecture from Figure 8. The second part is an implementation of the policies and authorization rules. Figure 9 shows the structure
of the implementation. To implement the different elements we have used Prolog
and Python.
Prolog is a declarative logic programming language [2]. The language makes use
of rules, facts and atoms. The following Prolog concepts are of importance. An atom
is an object of the form p(t1 , . . . , tn ) where p is an n-ary predicate symbol and
t1 , . . . , tn are terms (i.e., variables and constants). An atom is ground if t1 , . . . , tn
are constants. A literal is a, possible negated, atom. A rule is a construct of the form
H :- B1 , . . . , Bn (with n > 0), where H is an atom called head and B1 , . . . , Bn (called
body) are literals. Intuitively, H is true if B1 , . . . , Bn are true. A fact is a rule with
empty body (i.e., n = 0). A program is a finite set of rules.
To provide an interface with the Prolog program we use Python. Python is a highlevel programming language that is widely used [1]. The Python language focuses
on readability and simplicity and works well as a scripting and console language.
Additionally, Python supports several extensions to the language. In particular, we
used a Python module called PySWIP that allows Python to act as an interface to
SWI-Prolog programs [45]. With Python, we can implement the policy enforcement
point, policy decision point, conflict resolution process and user feedback process.
However, the exact implementation depends on the type of application that the implementation is created for. In Chapter 7, we provide a case study of the Facebook
social network using a Python/Prolog based implementation.
The implementation architecture contains a common knowledge database. Although
this database is not a technical necessity, the implementation can be simplified
by assuming both the Prolog and Python programs are in possession of certain
knowledge. In particular, this knowledge can contain the list of users of a system,
the list of objects and the existing relation between users and objects (i.e. the object
roles). By containing this information in both programs it is possible to create a
more efficient implementation. For example, the PEP uses the common knowledge
database to check whether the requester and object of the authorization request
exist. Similarly, the Prolog implementation of the policy evaluation function checks
whether they exist within the common knowledge database. For the program to
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Figure 9: RelAC implementation architecture.

function properly, it is important that the knowledge database remains identical in
both programs.
The modules of the architecture are mostly implemented in Python. The only
exceptions are the PAP and the policy evaluation function of the PDP, which are
implemented in Prolog. Furthermore, the figure shows the communications between the different elements in Python and the Prolog program. We discuss the
different components in more detail in the following sections. The implementation
of the CRP is not discussed, as the implementation depends highly on the conflict
resolution technique that is used. Different conflict resolution techniques require a
different type of implementation. However, we have implemented several conflict
resolution techniques as part of the case study.
6.2.1

PAP

The policy administration point is implemented entirely in Prolog. Prolog provides
an intuitive way to store authorization rules and policies in the form of Prolog
rules. Furthermore, Prolog provides an easy way to store user definitions in such a
way that they can be evaluated later by the UFP. In particular, the combination of a
positive and negative authorization into an authorization policy can be done with
the following rule:
AP :- positiverule, negativerule.
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An example of a general authorization policy implemented in Prolog is given in
Example 6.1.
Example 6.1. Consider a general policy AP with positive rule φ and negative rule ψ and
φ = A∧B∧C
ψ = D∨E
This policy can be modeled in Prolog as follows
ap(X, Y) :- positiverule(X, Y), negativerule(X, Y).
with
positiverule(X, Y) :- A, B, C.
negativerule(X, Y) :- D.
negativerule(X, Y) :- E.
in which X represents the requester, Y the object of the request and A, B, C, D, E are user
definitions.
In particular, notice how Prolog can be used to implement authorization rules
combined with conjunction (the positive rule in the example) and disjunction (the
collection of negative rules in the example).
6.2.2

PEP & PDP

The policy enforcement point is the interface of the user with the access control
system. Therefore, the PEP is implemented as a function in the Python program.
The PEP retrieves the authorization request as user input and checks the formatting
of the request. The PEP is the only function that requires input from the user.
After the request is checked it is passed to the policy decision point. The PDP
is also implemented as a Python function. However, the policy evaluation function
is implemented as a set of Prolog rules. Prolog rules to implement the evaluation
function are shown in Definition 6.1. The mapping of the evaluation to the preliminary decision is done within the Python program.
Definition 6.1. Consider a situation with requester Y requesting access to object X. We
can implement the evaluation function with the following Prolog rules
ap(X, Y, 0, 0) :- object(X), user(Y), not(positiverule(X, Y)), not(negativerule(X, Y)).
ap(X, Y, 1, 0) :- object(X), user(Y), positiverule(X, Y), not(negativerule(X, Y)).
ap(X, Y, 1, 0) :- object(X), user(Y), not(positiverule(X, Y)), negativerule(X, Y).
ap(X, Y, 1, 1) :- object(X), user(Y), positiverule(X, Y), negativerule(X, Y).
Note that the predicates object and user are used to provide an extra check for the existence of the object and user within the Prolog part of the common knowledge database, and
to deal with the limitations of Prolog with respect to negation.
At the end of the decision making process, the PEP performs a check of the final
decision and communicates it to the user.

6.3 discussion
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r1

r2

r3

r4a

r4b

r5a

r5b

r5c

r6

r7

r8

r9

r10

∗

√

√

√

√

√

√

X

√

∗

√

√

√

√

: fulfilled

∗ : partially fulfilled

X : not fulfilled

Table 4: Evaluation of the RelAC system.

6.2.3

UFP

The user feedback point is implemented in Python. When receiving the required
information from the CRP, the UFP has to determine if a mismatch has occurred.
To establish this, the UFP needs information about the evaluations of the user definitions. The UFP uses the interface with the Prolog program provided by PySWIP
to determine the evaluation of each user definition involved with the authorization
policy. The results are retrieved from the Prolog program, and stored by the UFP
function.
After all results are retrieved, they are compared with the preliminary and final
decision provided by the CRP. The UFP formats a message depending on the results
of the comparisons, for each user that requires feedback. When the messages are
formatted, they are send to the respective user.
In particular, note that the UFP must be implemented in such a way that it does
not leak sensitive information to users. For example, a user must never receive
information that can be used to infer the user definition of another user. Therefore,
the user feedback messages must be limited to user specific information.
6.3

discussion

In Chapter 2, we presented a set of requirements for collaborative access control
systems in Table 1. In this section, we evaluate the RelAC system and determine if,
and to what level, the requirements are met by the system.
The RelAC access control system was designed specifically to meet the requirements of collaborative access control systems. Furthermore, the aim was to develop
an access control system that addressed the shortcomings of existing systems in this
area. In Table 4 a summary of the evaluation with respect to the requirements in
Table 1 is provided. We will discuss each requirement individually.
The system has partial support for dynamically changing user roles (r1). Although users cannot change organizational roles dynamically, it is possible that a
user’s object role changes due to changing settings. Furthermore, a user can gain
or lose certain object roles with respect to an object. Therefore, the model is capable of dealing with certain dynamic situations. Moreover, RelAC supports multiple
user roles (r2). In particular, a user can have multiple organization roles, as well as
multiple object roles.
RelAC supports negative rights in the form of negative authorization rules (r3).
Negative rules allow users with object roles to express explicit exclusion of users
in their user definition.
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The system allows for both multiple requesters and authors (r4). Both requirements are crucial to collaborative systems, and allowing support for these functionalities was one of the main points of the model. In particular, RelAC allows
different object roles rather then different users to specify the policies.
The requirements grouped under r5 are the administrative rights. The model
allows for granting and revoking permissions in the form of authorization policies
for different types of permissions. Delegating permissions, however, depends on
the system and cannot be done with authorization policies. In particular, users
cannot delegate their power to specify user definitions to other users.
Requirements r6, r7, r8, r9 and r10 are about properties of the model and policy
language. The hybrid logic policy language allows expressing varying policies with
different levels of complexity. In Chapter 5, this is illustrated with various examples. Furthermore, the model was designed with general applicability in mind. The
RelAC implementation architecture allows for the specification of different types
of collaborative systems. Additionally, the model is kept scalable by allowing high
numbers of users and policies containing many sub-formulas. However, the model
will run into similar problems as role-based access control with large scale applications, as the main concepts are based on that system. The RelAC system partially
fulfills the requirement for user friendliness. Since users are actively involved in
creating and maintaining policies, this can create a large overhead. Furthermore,
the user feedback process will create additional maintenance tasks for users. However, it is possible to apply automation techniques here to reduce the overhead. For
instance, users could specify one policy that applies to all their objects, instead of a
special policy for each one. Feasibility of this approach depends on the system parameters. Additionally, the inclusion of user feedback within the model increases
user friendliness. Users are automatically kept informed of the effectiveness of
their policies. Furthermore, the feedback increases user awareness of the access
control process. Together, the feedback and awareness fulfill the requirement for
transparency.
Requirements r11 and r12 deal with the implementation of the RelAC system.
Due to the difficulty of testing the model on a large scale, the evaluation of these
parameters is difficult to determine. Furthermore, performance of the model was
not the main concern of this research. However, both Python and Prolog programs
are generally efficient, so it is not expected for performance of the model to become
an issue.

7

C A S E S T U D Y: FA C E B O O K

Online social network services, also called social networks, have become increasingly popular over the years. For instance, social networks like Facebook, Google+
and Twitter have millions of users across the world. The popularity of social networks is due to the fact that people want to keep in contact with their friends
and meet people with common interests. Social networks provide a social environment in which users can share information with other users and build communities
around common interests. In this chapter we present the application of the RelAC
system to the Facebook social network. First we present a general overview of the
structure of Facebook. Second, we discuss the details of the implementation made
with Prolog and Python. Finally, we discuss the results of the implementation based
on a comparison of a sample scenario.
7.1

facebook

In this section we introduce the profile model of Facebook and the various components. However, first we provide a short introduction of the Facebook social
network.
7.1.1

Introduction

Facebook is the largest social network in the world. The goal of Facebook is to
provide a social environment in which users can share information with other
users. With close to a billion users, there is a huge amount of (personal) information stored within the Facebook profiles. Facebook encourages users to share
information by providing functionalities to facilitate and reward sharing. For example, Facebook includes a variety of third-party games that often require the
sharing of information to progress. Other examples include the possibility of sharing pictures, having profiles that are (partially) publicly available, and options to
provide additional information about the user (e.g., location information).
Social networks have also led to the introduction of new modalities of social communication for sharing information and building online communities. A prominent
example of such new modalities is tagging which has been introduced by Facebook
in 2009 [34]. Tagging allows users to share contextual information about themselves
or their friends by linking a user to a certain content on the social network.
However, privacy on Facebook has become an increased concern over recent
years [26, 10, 47, 28, 16]. Facebook allows users to specify privacy settings to control
the visibility of the objects in their profile. This, however, may mislead users into
believing they are in full control of their information. The enormous amount of
information that is shared, leads to great risks to the privacy of users.
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Figure 10: Facebook profile model

7.1.2

Profile model

The main objects on Facebook are user profiles. Users can be individuals or organizations. A profile is created when a user signs up for the social network, and can
be seen as a representation of the user. In particular, in Facebook a user is linked to
a single profile and a profile to a single user. Therefore, we freely interchange the
terms user and profile from here on. The Facebook profile model is presented in
Figure 10.
Every profile has a standard set of profile information associated with it (e.g., name,
country, email address), and can contain one or more albums and posts. An album is
a collection of images. A post is a message published in a profile. The main difference
between images and posts is that images can only be uploaded on a user’s own
profile, while posts can also be placed on the profile of other users. Note that a user
can post an image on the profile of another user; however, in this case the image
is considered a post. Posts and images can have one or more comments and tags
connected to it. A comment is a note commenting a target object. A tag is a label
that links a piece of information to a user profile. The concept of "wall", which is
used on Facebook as a central place where content is visible, is not modeled as its
only purpose is a placeholder for other objects.

7.2 details of the implementation

We distinguish several roles that users can have in Facebook. The data host is the
user that owns the profile in which the content is posted. The data provider is the
user placing content on a profile in the form of posts, comments and images. The
tag issuer is the user placing a tag on a post or an image. The tag target is the tagged
user. Furthermore, the role of data subject exists in relation to objects. A data subject
is a user that is, in some way, a subject of the information in the object. Note that
users can have more than one role on an object, e.g. data host and data provider.
To support users in organizing and managing their online relations, social networks employ the concept of group. A group consists of a set of users. Facebook
provides users with a number of standard groups (i.e., friends, friends of friends,
public, only me) as well as with the possibility to create custom groups specific
to users’ needs (e.g., school friends). Note that groups are specific to a profile, i.e.,
the membership of a user to a group should be determined with respect to the
user who has defined the group. This is represented by cardinality "1 to many" for
relation defined_by in Figure 10.
The permissions that users can have on an object depend on their role on the
object. The permissions supported by Facebook are "view", "delete", "post", "comment" and "tag". Note that permission to "comment" is implied by permission to
"view"; permission to "tag" is implied by permission to "post" for posts and by permission to "view" for images. Therefore, we will not consider these permissions
further in the paper.
The data host has all permissions on his profile and on the objects in it. The data
provider can remove the content he posted at the condition he is in the current
visibility of the object: if the data host changes his setting and the object is no
longer visible to the data provider, then the data provider cannot remove the object
anymore. Finally, the tag target has permissions to remove the tag from the content,
regardless of its location. Facebook also supports the "control" permission, which
represents the authorization to change profile settings. Such permission is always
limited to the data host.
7.2

details of the implementation

Currently, Facebook does not use a collaborative access control system. The access
control system in place mostly resembles a combination of discretionary and rolebased access control. A profile owner is in complete control of the profile and all
objects on it, and can decide to whom permissions are granted (discretionary). Furthermore, the Facebook model makes use of roles to simplify policy administration
for the user, using the notion of groups (role-based). In this section we show how
to implement the RelAC access control system for the Facebook social network. As
shown in the previous section, Facebook contains a large number of different objects and several user roles. However, for the purposes of this case study we will
limit the elements of Facebook that we will consider.
The implementation follows the architecture as presented in Chapter 6. The implementation of the PEP and PDP is not discussed as it is similar to the implementation discussed in the general architecture. In particular, the policy evaluation
function is implemented exactly as discussed there. From the PAP, we only discuss
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the format of the Prolog rules that show the different parts of an authorization policy. However, we first discuss the implementation of the Facebook profile model.
7.2.1

User profiles

As objects we only consider posts. The situation for images and albums would be
identical in terms of authorization policies and rules. Furthermore, we limit the set
of permissions to only view. In particular, this means that an authorization policy
of an object determines whether the requesting user can view an object or not.
The user roles on Facebook correspond to object roles in terms of the model. We
limit the possible user roles to data host, data provider and data subject. The set of
Facebook groups, which corresponds to organizational roles in terms of the model,
is limited to friends and friends of friends. The group everyone can be expressed
separately in Prolog. Although these limitations are quite extensive, they do not
limit the results of the case study. Every element that is not considered can be
implemented in a similar way as an object that is considered.
The groups and users on Facebook are specified in Prolog using facts and rules.
An example of those can be found in Listing 1. The facts represent an implementation of the scenario in Figure 11. In the scenario are three users; Alice, Bob and
Eve. Bob and Eve are friends. Additionally, Bob posted a post on his profile. In
particular, note that posts are not directly linked to users in the rules, but that this
is part of the common knowledge database. In the example, the data host of the
post is Bob.
Posts and users are implemented using facts (lines 6, 7, 8, 9). The general rules
for the groups friends and friends of friends are provided in lines 1 to 4. In particular, line 1 expresses that everyone is there own friend. Line 2 and 3 express
that the friends relation is symmetric. Line 4 specifies that two people are friends of
friends, if they are both friends with a third person (transitivity). Furthermore, line
10 expresses that Bob is a friend of Eve.
Listing 1: Groups and users in Prolog
1 friends(X,X) :- profile(X).
2 friends(X,Y) :- friend(X,Y).
3 friends(X,Y) :- friend(Y,X).
4 friendsOfFriends(X,Z) :- friends(X,Y),friends(Y,Z), X\==Y, Y\==Z.
6 post(post1).
7 profile(alice).
8 profile(bob).
9 profile(eve).
10 friend(bob,eve).

7.2.2

Authorization policies and rules

Authorization policies of the RelAC system are specified in the Prolog program on
three different levels. The authorization policy is specified as a Prolog rule consisting of the positive rule predicate and negative rule predicate. The rule predicates in

7.2 details of the implementation

Figure 11: Example Facebook user network.

turn consist of a separate predicate for each object role that specified a policy. The
object role predicates consist of the policy as specified by the user. Furthermore,
the evaluation policy is implemented as discussed in Chapter 6 using four different policy rules. An example is provided in Listing 2. The positive and negative
rules both consist of predicates for all three object roles. Line 9 gives an example of
a rule for such a predicate. The rule implies that, for object X and requester Y, the
data host Z specifies that requester Y is allowed access, if Y is a friend of Z.
Listing 2: Authorization policies in Prolog
1 policy(X,Y,0,0) :- post(X), profile(Y), not(posrule(X,Y)), not(negrule(X,Y)).
2 policy(X,Y,0,1) :- post(X), profile(Y), not(posrule(X,Y)), negrule(X,Y).
3 policy(X,Y,1,0) :- post(X), profile(Y), posrule(X,Y), not(negrule(X,Y)).
4 policy(X,Y,1,1) :- post(X), profile(Y), posrule(X,Y), negrule(X,Y).
5
6 posrule(X,Y) :- dhp(X,Y), dpp(X,Y), dsp(X,Y).
7 negrule(X,Y) :- dhn(X,Y), dpn(X,Y), dsn(X,Y).
8
9 dhp(X,Y) :- friend(Y,Z).

7.2.3

Conflict resolution & user feedback

The conflict resolution process and user feedback process are implemented in
Python. In the Facebook case, a conflict resolution method does not yet exist for
the social network. We implemented a combination of resolution rules and a precedence system to determine the correct decision in case of conflicts. The precedence
system is based on user hierarchies. The user hierarchy is predetermined as part
of the common knowledge database. As an example, Listing 3 shows the Python
implementation of the user hierarchy precedence system for conflict resolution.
Listing 3: User hierarchy precedence system in Python
1 for i in xrange(len(user_hier)):
2
3
4

role = user_hier[i]
if pos_results[role] != neg_results[role]:
kd = db_kd[first]
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if kd[role] != None:
if pos_results[role] == 1:
final_decision = "Permit"
elif neg_results[role] == 1:
final_decision = "Deny"

5
6
7
8
9

In the example, user_hier represents the user hierarchy based on the object roles.
Pos_results and neg_results represent the evaluation of the policy specified by the
object role in the positive and negative rule respectively. The intuition behind the
code is that for each object role, starting with the highest in the hierarchy, the
evaluation of both the positive and negative rule are considered. If the evaluations
are not equal, than the final decision is determined by looking at the rule that
is evaluated as applicable to the request. If this is the positive rule, the decision
is permit, if it is the negative rule the decision is deny. Example 7.1 presents an
example to illustrate this process.
Example 7.1. Consider a situation with users Alice and Bob. Alice is the data host and
Bob the data provider. The user hierarchy of the system is set to be [Bob, Alice] Alice and
Bob have specified an authorization policy for object o with positive rule φ and negative
rule ψ
φ = @datahost (hfriendireq ∧ @dataprovider hfamilyireq

ψ = @datahost hfamilyireq ∧ @dataprovider hfriendireq

Bob and Alice do not have any friends or family in common. The system receives the following authorization request from user Eve, who is family of Bob:
AR(Eve, access)
where permission access is the tuple (o, open). The authorization request returns a conflict decision from the policy evaluation function. However, because in the user hierarchy
Bob comes before Alice and the positive user definition of Bob returns true, while the negative user definition returns not applicable, the final decision is permit. In particular, the
system follows the access preferences of Bob because he is higher in the hierarchy.
The Python implementation of the user feedback process makes use of the Prolog program to determine if a mismatch occurred. By determining the individual
evaluation of the Prolog rules for each object role, the feedback process can determine where the final decision deviates from a user’s intended decision. After
determining the cause of the mismatch, the user feedback process can inform the
user of the deviating authorization decision. This provides user awareness to the
users. However, the complete code for the user feedback process is to extensive to
provide here.
7.3

comparison

In this section, we introduce a scenario which illustrates the multi-ownership problem (presented in Chapter 2). We model the access control settings of the scenario
in the Facebook access control system and the RelAC system. The Prolog model of
the access control system in Facebook are presented in Appendix A. Based on the
scenario, we provide an evaluation of the two systems.

7.3 comparison

Figure 12: Representation of the scenario.

7.3.1

Scenario

Consider a scenario in which there are three users; Alice, Bob and Eve. All three
are users of the Facebook social network. Furthermore, Alice and Bob are friends.
Alice’s profile contains a post. Eve is the data subject of the post, Alice is the data host
and Bob the data provider. In particular, note that the common knowledge database
consist of the list of users [Alice, Bob, Eve], the list of objects [post] and the list of
object roles [(data host,post),(data provider,post),(data subject,post)]. A schematic representation is provided in Figure 12. Alice wants to allow the post to be viewed by
her friends. Bob wants to allow his friends to view the post. Eve wants to prevent
her friends from seeing the post.
In Facebook, Alice is in full control of the post. Therefore, the access policy in
terms of the Facebook settings is defined as
setting(post) = "Alice 0 s friends"
The RelAC system can specify the different user definitions required to specify
the access settings of each user. In particular, note that the scenario contains the
role types data host, data provider and data subject in relation to the object post.
Furthermore, Alice and Bob specify positive user definitions, while Eve specifies
a negative user definition. The corresponding authorization policy for the RelAC
system is provided in Example 7.2.
Example 7.2. The user definitions specified by the users can be written as
Alice = @datahost hfriendireq

Bob = @dataprovider hfriendireq
Eve = @datasubject hfriendireq

The user definitions can be used to form the positive rule φ and the negative rule ψ. The
system uses conjunction to combine the user definitions, to enforce the privacy goals of the
users.
φ = @datahost hfriendireq ∧ @dataprovider hfriendireq

ψ = @datasubject hfriendireq

The authorization policy AP of the object post is
AP(o) = φ ∧ ψ
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Listing 4: Scenario in Prolog
1 %%%facts%%%
2 post(post1).
3 profile(alice).
4 profile(bob).
5 profile(eve).
6 friend(alice,bob).
8 %%%relations%%%%
9 friends(X,X) :- profile(X).
10 friends(X,Y) :- friend(X,Y).
11 friends(X,Y) :- friend(Y,X).
13 %%%policy evaluation function%%%
14 policy(X,Y,0,0) :- post(X), profile(Y), not(posrule(X,Y)), not(negrule(X,Y)).
15 policy(X,Y,0,1) :- post(X), profile(Y), not(posrule(X,Y)), negrule(X,Y).
16 policy(X,Y,1,0) :- post(X), profile(Y), posrule(X,Y), not(negrule(X,Y)).
17 policy(X,Y,1,1) :- post(X), profile(Y), posrule(X,Y), negrule(X,Y).
19 %%%positive and negative rules%%%
20 posrule(post1,X) :- dhp(post1,X), dpp(post1,X).
21 negrule(post1,X) :- dsn(post1,X).
23 %%%user definitions%%%
24 dhp(post1,X) :- friends(X,alice).
25 dpp(post1,X) :- friends(X,bob).
26 dsn(post1,X) :- friends(X,eve).

An implementation of the scenario in Prolog for the RelAC system is provided in
Listing 4. The predicates dhp(post1, X), dpp(post1, X) refer to the positive user definitions of the data host and data provider, respectively. The predicate dsn(post1, X)
refers to the negative user definition of the data subject.
7.3.2

Evaluation

The presented scenario in Example 7.2 illustrates an example of the multi-ownership
problem. An evaluation of the Facebook and RelAC system based on this scenario
is presented below.
The expressibility of the Facebook system is much more limited than that of the
RelAC system. This difference in expressibility has several reasons.
Facebook places all the control of the object in control of data host. Therefore, the
access preferences of the other object roles cannot be modeled and are effectively
ignored in the authorization policy. The RelAC system is specifically designed to
deal with multiple object roles and can express the required authorization policy.
In particular, the system leaves the control of the information in the hands of all
the object roles related to the object.
A further limitation of the Facebook access control system is the limited support for negative permission. Although Facebook does allow the specification of
negative permissions, it only allows this for single users and custom groups. As a
result, the standard groups of friends and friends of friends cannot be used in the
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Figure 13: Diagrams of the access sets.

specification of negative permissions. By forcing the user to specify directly who
to give negative permissions, rather than with predefined groups, the usability of
the functionality is several hampered. The RelAC system allows the specification of
negative permissions based on any relation of the system. Furthermore, the system
could be used to specify negative permissions on an individual user basis.
As a result of the limited expressibility, Facebook’s access control system is unable to correctly model the required authorization policy. The Facebook system is
unable to deal with the multi-ownership problem. In contrast, the authorization
policy of the example scenario in RelAC shows that the multi-ownership problem
presented in Chapter 2 can be effectively solved by the RelAC system.
To visualize the difference between the settings resulting from the capabilities
of the Facebook access control system and the RelAC system, Figure 13 presents a
visual depiction of the access sets using the two systems. The figure clearly shows
the difference between the access sets that are allowed to see the post. In particular,
the Facebook system has much more permissive settings, because the preferences
of less object roles are considered.
However, the implementation has also revealed several points that require additional attention. Although the RelAC system preserves the security preferences
of the data subject, it cannot determine which users hold those roles. The link between object roles and users is stored in the common knowledge database, and has
to be maintained by the system. The common knowledge database has to be kept
up-to-date for the system to be effective. Therefore, determining the users holding
object roles automatically would simplify maintaining the knowledge database. In
the Facebook context, the data host and data provider can be determined quite easily. The data host is always the user that owns the profile the object resides on. The
data provider is always the user that posted the content. However, identifying the
data subjects of information is complicated. Some information might not directly
mention a specific data subject, further complicating the identification.
Tagging could potentially be used to identify the data subjects [16]. However,
tagged users are not necessarily related to the information. The main goal of tag-
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ging in Facebook is to make information easy to access rather than identifying the
actual data subject(s). In the current implementation, tags are suggested only to the
data provider. The data provider might not want to tag the data subjects (if he is
posting private information on purpose) or might not be suggested (all) the correct
tags. Therefore, using tagging in its current form to identify data subjects would
be unreliable.
Another point of attention is that, although the RelAC system can be used to
preserve privacy, it is not context- or privacy-aware. Therefore, it relies solely on
the access preferences of all object roles to determine access. The context in which
a request is made are not considered, nor are the privacy consequences of granting
the request. Although the user feedback process will provide information about
cases in which context or privacy considerations could have led to a different decision, the user feedback process is a reactive tool. Adding context- and / or privacyawareness to the RelAC system could help turn this into a proactive element. The
possibilities of context- and privacy-awareness are further discussed in the future
work (Chapter 8).
A final point of attention is that the RelAC system is focused on protecting the
objects in a system. However, there are cases in which protection of the knowledge
represented by the objects is of greater importance than protecting the objects themselves. On Facebook, a user linked to an object by a tag is likely to be interested
in protecting the knowledge the object represents, rather than the object itself. The
object can represent knowledge that a user would rather keep private. Controls
should be put in place so that users can control knowledge that involves them, similar to the control on objects. The considerations for a knowledge-based access control
system are discussed in the future work (Chapter 8).
Although the case study of the RelAC system showed some potential limitations,
it is hard to determine the consequences of these limitations without evaluating the
system on a large scale. In particular, maintaining an up-to-date common knowledge database will be much harder on a large-scale. However, providing such a
large scale evaluation was not possible within the time constraints of this research
project.

Part III

Conclusions
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CONCLUSIONS & FUTURE WORK

In this chapter, we present the conclusion of the work performed for this thesis.
Furthermore, we provide possible avenues for future work related to the RelAC
model and collaborative access control in general.
8.1

conclusions

In this thesis, we tried to answer the question "What characteristics are introduced
by collaboration in contemporary environments that are important for access control, and
in what way can access control systems be applied to collaborative environments, taking
into consideration those characteristics". In particular, the goals of the thesis were to
evaluate the existing work in the area of collaborative access control and develop a
new access control system designed for collaborative environments. Furthermore,
the goal was to solve the problems of an increased number of possible conflicts in
collaborative access control systems and an increased demand for transparency by
users of the system.
This thesis introduced a new, generally applicable collaborative access control system that meets the requirements of contemporary systems. In particular, we evaluated the existing work in collaborative access control and determined that the
available access control systems were of limited use to collaborative environments.
Furthermore, our research indicated that a complete list of necessary requirements
for collaborative access control systems did not exist. In this thesis, we have provided a list of requirements based on several different surveys and our own experiences with collaborative access control systems. We have used these requirements
to develop a novel collaborative access control system called RelAC. The RelAC
system combines the best of several existing access control models and extends the
models in order to become a well-rounded access control system for collaborative
environments. In particular, the evaluation of the RelAC system showed that all
necessary requirements are fulfilled and limitations of the model remain minimal.
Moreover, our research indicated that the inclusion of collaboration into access
control models increased the number of conflicts between users. An evaluation of
existing conflict resolution techniques showed that several systems could be applied to collaborative environments. However, the exact conflict resolution method
to use depends on the specific properties of the collaborative system. The case
study of Facebook showed that both resolution rules and precedence systems can be
effective tools for conflict resolution. In particular, resolution rules are easier to implement effectively, while precedence systems are easier to tailor to the specifics of
the system.
Furthermore, we extended conflict resolution by adding a user feedback process
that helps to improve user awareness and actively includes the user in the access
control process. The user feedback process provides feedback messages to the user
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about situations in which the authorization decision deviates from the user’s intended decision.
Finally, we performed a case study of the RelAC system against a collaborative
environment (the social network Facebook). The case study showed the feasibility
of RelAC and the possibilities of conflict resolution techniques and the user feedback process. In particular, it showed how certain scenario’s that lead to problems
with existing Facebook access controls can be effectively remedied by applying the
RelAC collaborative access control system.
Taking all of this into account, it is safe to say that we have succeeded in meeting the goals of this thesis and have provided an effective and novel method for
collaborative access control.
8.2

future work

In this section we will propose two potential directions for future work. First, we
will discuss the possibilities of knowledge-based access control. Second, we will discuss the potential of adding context- and privacy-aware components to the RelAC
system.
8.2.1 Knowledge-based access control
Instead of information, modern systems become increasingly dependent upon the
knowledge that is represented by the information. Using modern techniques, knowledge can be aggregated from information in a system and used in future considerations. In particular, this aggregation can be a potential channel for information
leakage.
However, we believe it is possible for knowledge to be included in a positive
manner within access control systems. In particular, by providing the possibility
to enforce access control on a knowledge level, rather than an object level, the
possibilities of access control systems could be extended. Important considerations
are needed depending on how the information is represented in the system. We
determine three possible cases. First, a piece of knowledge can be represent by a
single object. For instance, a file containing only a telephone number is a single
object containing a single piece of knowledge (the phone number). Second, a piece
of knowledge can be represented by a collection of objects in the system. For example, on Facebook, a persons sexual orientation (knowledge) can be identified
from the objects on his profile [28]. Third, a collection of knowledge can represent
a single object in the system As an example, consider a person’s medical record. A
medical record contains many different pieces of knowledge like age, diseases and
medication.
In the first case, their is little practical difference between access control on the
knowledge rather than the object. However, to the user, understanding what knowledge is represented by the object can be of influence on his authorization policy. In
the second case, setting access controls on the knowledge can simplify the specification of the authorization policy. However, positive access for a user to the knowledge would imply positive access to all the objects. Should new objects be added to
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the system that also represent that knowledge, the user would be granted access by
default which could lead to privacy problems. In the third case, the same possibilities exist as in the second case, but the symmetry implies that the same potential
problems exist.
Incorporating knowledge in collaborative access control systems can be an interesting way to further increase the applicability of the access control systems to
modern systems. However, care must be taken to protect against potential pitfalls.
To prepare the RelAC system for the inclusion of knowledge, we have added a
knowledge component to the model and formally described the relation between
knowledge and objects (see Chapter 5).
8.2.2

Context- and privacy-aware access control

Access control systems are intended for the protection of information in information systems. The information needs to be protected to meet the security goals of
the system. However, to properly enforce the protection, access control systems
would benefit from context and privacy awareness.
Context awareness would allow an access control system to make decision relative to the context of the authorization request. In some cases, this can be a useful
addition. For example, consider the case of a hospital where a doctor (the requester)
needs to access a patient file he would normally not be able to access, because of
a medical emergency. A context-aware access control system could deal with the
situation by allowing access based on the emergency context, even though the authorization policy would deny access to the doctor.
Privacy awareness can help an access control system to evaluate authorization
requests while considering the privacy of users involved with the information. In
particular, privacy awareness could be used to prevent authorization requests that
violate privacy, even though authorization policies would explicitly allow the request. Furthermore, privacy awareness could be used to extent the user feedback
process of the RelAC system. By providing feedback about the privacy of users
with respect to authorization requests, it could be possible to provide suggestions
to users on how to improve their authorization policies.
Context- and privacy-aware access control has been implemented in several forms
[15, 50, 8]. It would be interesting to see how the RelAC system could be extended
with these functionalities.
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The following sections introduce the Prolog model of the Facebook privacy settings,
as performed during the research presented in [16]. The full implementation of the
project can be found as part of THeCS project at http://security1.win.tue.nl/
THeCS/publication.html.
implementation of facebook in prolog
Table 5 shows the predicates used to represent settings and objects in the Facebook
profile and to reason about them. Predicates profile, profile-info, album, image, post,
comment and tag are used respectively to identify profiles, profile information, albums, images, posts, comments, and tags. The first argument of these predicates is
the ID of the object and is used to identify the object itself. In addition, objects are
linked to a higher level object; the highest level object is the profile. Profile information, albums and posts are linked to a profile, images to an album, and comments
to a post or an image. Intuitively, this link is used to identify the user/profile hosting the object. Predicates post, comment and tag specify the data provider (e.g.,
poster, commenter) or tag issuer. Predicates post and image specify the list of tags
associated to them. Finally, tag specifies the user that has been tagged.
To determine the visibility of an object, we employ three predicates: setting for
representing the privacy settings defined by the data host for the object, visibility-tag
for tag induced visibility, and visibility for representing the object’s visibility based
on settings and tags. Predicate setting is a binary predicate where the first argument
is an object ID and the second is the group specified by the data host as privacy
setting (e.g., friends, public). Predicate visibility is a binary predicate where the
first argument is an object ID and the second is a visibility list. A visibility list
is a list of pairs (profileID, group); each pair specifies a group which is part of the
object’s visibility together with the user who defined the group. For example, the
list [(profile1 , friends), (profile2 , fof )] means that the friends of profile1 and friends of
friends of profile2 form the object’s visibility. The ternary predicate visibility-tag is
similar to visibility; besides specifying the object ID and the visibility list of the
object, it also provides the list of tags to be considered for determining the visibility
of the object. In addition, we use the binary predicate profile-setting to specify post
settings. The first argument is a profile ID, and the second denotes the group of
users that can post on the profile.
The membership of a user to a group is determined using four predicates. Predicate member is used to determine whether a user is a member of the visibility
list associated to an object. Predicate belongsTo is used to determine whether the
user corresponding to profileID1 is part of group as defined by the user corresponding to profileID2 (Remark that groups are defined with respect to users). Predicate
friends(profileID1 , profileID2 ) holds if the user corresponding to profileID1 is a friend
of the user corresponding to profileID2 . Similarly, friendsOfFriends(profileID1 , profileID2 )
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Objects:
profile(profileID)
profile-info(attributeID, profileID)
album(albumID, profileID)
image(imageID, albumID, tag-list)
post(postID, profileID, poster, tag-list)
comment(commentID, locationID, commenter)
tag(tagID, issuer, target)
Visibility:
setting(objectID, group)
visibility-tag(objectID, visibility-list, tag-list)
visibility(objectID, visibility-list)
profile-setting(profileID, group)
Membership:
friends(profileID1 , profileID2 )
friendsOfFriends(profileID1 , profileID2 )
belongsTo(profileID1 , (profileID2 , group))
member(profileID, visibility-list)
Authorization:
can(profileID, permission, objectID)

Table 5: Predicates

holds if the user corresponding to profileID1 is a friend of a friend of the user
corresponding to profileID2 . Finally, predicate can is used to determine whether
a user has a given permission (i.e., view, post and delete) on an object. Intuitively,
can(profileID, permission, objectID) holds if the user corresponding to profileID can
exercise permission on the object corresponding to objectID.
Table 6 provides the set of rules used to determine which permissions users have
on a certain object. According to Prolog convention, we use symbol underscore (_)
to denote an anonymous variable; intuitively, it means “any term”. Rules 1 to 4 determine the visibility of posts and comments.1 The visibility of comments depends
on the visibility of the post to which a comment belongs. Accordingly, rule 1 associates to a comment the visibility list of the post to which the comment belongs.
Rule 2 determines the visibility list of a post based on its privacy settings and the
list of tags associated to it. The visibility list of the post implied by the tags associated to it is recursively built using rules 3 and 4. In particular, rule 4 sets the
visibility of the post to the same group specified by the data host in her setting, but
now defined by the tag target.
Rules 5 to 12 are used to determine the membership of a user to a group. In Facebook the friendship relation is both reflexive and symmetric. These properties are
represented by rules 5 and 6, respectively. Rule 7 uses predicate friends to determine
the friends of friends of a user. Rules 8, 9, and 10 determine the membership of
a user to groups friends, friends of friends (fof ), and public. The membership of a
user to group only me as well as to custom groups can be explicitly specified using
1 The rules for images and albums are similar to the ones for posts.

facebook implementation

Visibility
1

visibility(ID, X) :- comment(ID, LocationID, _), visibility(LocationID, X).

2

visibility(ID, [(ProfileID, X)|Y]) :- post(ID, ProfileID, _, T ), setting(ID, X),
visibility-tag(ID, Y, T ).

3

visibility-tag(_, [], []).

4

visibility-tag(ID, [(X, Z)|Y], [TagID|T ]) :- visibility-tag(ID, Y, T ), tag(TagID, _, X),
setting(ID, Z).

5

friends(X, X) :- profile(X).

6

friends(X, Y) :- friends(Y, X).

7

friendsOfFriends(X, Z) :- friends(X, Y), friends(Y, Z).

8

belongsTo(X, (Y, friends)) :- friends(X, Y).

9

belongsTo(X, (Y, fof )) :- friendsOfFriends(X, Y).

10

belongsTo(X, (Y, public)) :- profile(X), profile(Y).

11

member(S, [(X, Y)|Z]) :- belongsTo(S, (X, Y)).

12

member(S, [T |Z]) :- member(S, Z).

Membership

Authorization
13

can(S, delete, ID) :- post(ID, S, _, _).

14

can(S, delete, ID) :- comment(ID, LocationID, _), post(LocationID, S, _, _).

15

can(S, delete, ID) :- tag(ID, LocationID, _), post(LocationID, S, _, T ), in(ID, T ).

16

can(S, delete, ID) :- post(ID, _, S, _), visibility(ID, X), member(S, X).

17

can(S, delete, ID) :- comment(ID, _, S), visibility(ID, X), member(S, X).

18

can(S, delete, ID) :- tag(ID, _, S).

19

can(S, view, ID) :- visibility(ID, X), member(S, X).

20

can(S, post, ID) :- profile-setting(ID, X), member(S, X).
Copy Inference

21

copy(ProfileID, PostID) :- post(PostID, _, _, Tags), tag(TagID, _, ProfileID),
in(TagID, Tags).

Table 6: Rules for visibility, membership, and authorization

predicate belongsTo. Rule 8 states that a user belongs to the group friends of a certain
profile if he is a friend of the user of that profile. Rule 9 is analogous to rule 8 but
for group fof. Rule 10 states that, if a profile exists, then all existing profiles are part
of group public. Rules 11 and 12 recursively verify whether a user is in the visibility
list of an object.
Rules 13 to 20 are used to determine the permissions that a user has on an object.
A user has deletion rights over a certain object in three cases. Rules 13 to 15 state that
the data host has the right to delete the objects in his profile (e.g, posts, comments,
and tags). Predicate in is used to determine if a tag is one of the tags contained in
the post. Rules 16 and 17 state that a user can delete the posts and comments he
gave only if he is still within the visibility of the post and comment, respectively.
Finally, a user can delete the tags that point to him (rule 18). Note that the tag issuer
cannot remove the tags he created. He can only delete the tag by deleting the post
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that contains it.2 Finally, a user has the permission to view an object if he is in the
visibility of the object (rule 19). The permission to post is determined by checking
the profile setting for posting (rule 20).
To determine the visibility of a certain content it is not sufficient to determine the
visibility of the object in which the content is posted; we also need to determine the
visibility of the copies of the object due to tagging. This can be done by adding rules
that, given a set of tags, infer the copies of the tagged object. Rule 21 shows how the
copies can be inferred using the original post and the tags associated to it. Then,
the visibility of the content contained in a post can be determined as the union
of the visibility of the post and the visibility of its copies. This choice reflects the
fact that Facebook treats copies as separated objects on which the corresponding
data host specifies his settings. Note that deleting a copy can be done in two ways:
either the user hosting the copy (i.e., the tag target) deletes it from her profile, or
the data host or tag target removes the tag.

2 A tag can be inserted in a post only when the post is created. Accordingly, the tag issuer and data
provider coincide for posts.
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