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The analysis of legal documents is inherently time-consuming and resource-intensive,
requiring significant human expertise. With the rapid advancement of artificial intelligence,
particularly Large Language Models (LLMs), legal departments have begun to explore
automated approaches to support tasks such as document review, classification, and risk
assessment. However, legal documents typically contain sensitive and confidential
information, including personally identifiable information (PIl), contractual clauses, and
proprietary data. This creates a major barrier to adopting commercial LLMs, as sharing such
data may violate confidentiality agreements or legal obligations. While locally deployed LLMs
offer better control over data privacy, they often lag behind state-of-the-art commercial
models and do not benefit from continuous improvements in performance and capabilities.
This creates a fundamental trade-off between privacy and utility.

Text de-identification has emerged as a potential solution to this problem, enabling the
removal or transformation of sensitive information while preserving the usefulness of the data
for downstream tasks. The most common approach to text de-identification follows a two-
stage pipeline: (i) identification of sensitive entities (typically via regular expressions and
Named Entity Recognition, NER) and (ii) replacement of those entities using a specific
anonymization strategy.

Replacement strategies generally fall into three categories:

e Masking (e.g., replacing entities with "X" or "REDACTED"), which maximizes privacy but
often degrades model performance.

e Functional tagging (e.g., replacing "John Smith" with "[PERSON]"), which preserves
entity type but may harm fluency and coherence.

e Surrogate replacement (e.g., replacing entities with realistic synthetic alternatives), which
preserves naturalness but depends heavily on accurate detection and consistent
substitution.

While prior work has studied the trade-off between privacy and utility in general NLP settings,
the specific impact of these de-identification strategies on LLM-based assessment of legal
documents remains largely unexplored. In particular, it is unclear how different de-
identification techniques affect the quality and reliability of LLM outputs.

The goal of this project is to systematically evaluate the impact of different text de-
identification techniques on the automated assessment of legal documents using LLMs.
Specifically, the project will address the following research questions:

o How do different de-identification strategies affect the performance of LLMs on legal
document analysis tasks?

o What is the trade-off between privacy protection and utility across masking, tagging,
and surrogate replacement approaches?

The project will be carried out in collaboration with LIS and aims to provide empirical insights
into the trade-offs between privacy preservation and analytical performance.



Expected Outcomes:

e A comparative evaluation of de-identification techniques in the context of legal NLP
¢ Insights into the privacy-utility trade-off for LLM-based document assessment
e Practical recommendations for adopting Al in privacy-sensitive legal environments

Tasks
The students involved in this project will:

e Conduct a literature review on:
o Text de-identification techniques
o Named Entity Recognition (NER)
o Applications of LLMs in the legal domain
¢ Design and implement a de-identification pipeline:
o Integrate or fine-tune NER models
o Implement multiple replacement strategies
o Integrate this into a light weight user interface
e Prepare and preprocess a legal document dataset for common legal questions related to
the types of documents
e Apply LLMs to both original and de-identified data for those questions
¢ Perform quantitative and qualitative evaluation of results
e Analyze trade-offs between privacy and performance
e Document findings and formulate recommendations

Preconditions

Because of the sensitive nature of some of the contracts, a signed NDA will be required.
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